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Foreword

It gives me great pleasure to write the foreword for
the first edition of Software Development Practice,
the Institution’s new journal. This is a major
development for the IAP and forms part of its
transformation programme to deliver a revitalised
professional body for those working in software in
the 21st century.

edition. The breadth and depth of the topics
covered will be of interest to anyone working within
software development. The articles set the tone
for future editions. We intend to remain firmly
focused on practical matters while affording one
thought-provoking article in each edition that
widens horizons and raises questions.

There are precious few opportunities for practitioners working across the spectrum of software
development to write in a peer reviewed
publication. The Institution is redressing this by
publishing Software Development Practice with
the intention of distributing it well beyond our
membership so that it is widely read within the
professional community.

The Institution is publishing Software Development
Practice for the whole of the software development
community, not just its own membership. The
Editorial Board will welcome approaches from any
expert regardless of whether they happen to be an
IAP member. Indeed, I would encourage any
practitioner who wants to become a published
author to submit their proposals.

I am very grateful to Jeremy Gibbons, Professor of
Computing at the University of Oxford, who heads
the publication’s Editorial Board and provides it
with valuable direction. I am equally grateful to
Jerry Fishenden, Chris O’Toole, Chris Marsh and
Geoff Evelyn who have worked extremely hard to
provide our members and the wider software
community with what I am sure will be an important
publication.

Finally, I would personally like to thank Robin
Jones who has worked tirelessly to ensure the
success of the first edition. The Institution is truly
indebted to his considerable skills.

Alastair Revell
Director General

I am also very grateful to the authors, who have
written some outstanding articles for our first
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Editorial
IAP members possessed of sufficiently long teeth
and memories to match will recall IAPETUS, the
Institution's first magazine. While this provided an
excellent mechanism for members to disseminate
a wide range of technical material, its best friends
would allow that its production values left
something to be desired. So, in early 2000, we
came to an agreement with Visual Systems
Journal to have a number of IAP-dedicated pages
within each issue. This allowed our members a
more professional communication channel and
had the added advantage of providing them with a
number of high-quality technical articles every
month. The VSJ/IAP collaboration continued very
successfully for a decade, until VSJ ceased print
publication, a victim of the malaise that now afflicts
the whole print media, not least as a result of the
technologies introduced by our own industry.

Naturally, we intend to maintain this quality of
articles in publishing future issues and we'd like
your help in doing so. If you'd like to submit an
article, contact any of the Editorial Board members
or email me at jonesr@staff.iap.org.uk. Don't feel
you must have the final, polished document
available before doing so. We're very happy to
discuss your ideas at whatever stage of gestation
they've reached. Often, the earlier initial discussions take place the better because we can agree
directions of travel and save contributors' time in
retracing their steps.
You'll notice that the majority of contributors to this
issue aren't IAP members. That's not deliberate
but, equally, it's not a matter of concern to us. Our
aim is to provide a publication that is of interest and
use to our members. The sources of its material
are, to coin a phrase, immaterial. So we'd also
encourage you to invite colleagues with interesting
ideas to submit them to us, whether or not they are
IAP members.

That left a hole to be filled, a process which, to be
honest, has taken longer than we would have
liked. But you are now viewing the outcome of a
considerable amount of work by the Editorial
Board and the authors they have attracted to write
for us. “Software Development Practice”, while
demonstrably the offspring of its forebears, has a
philosophy distinct from them. Certainly, the
majority of its articles will be of direct interest and
applicability to its readership. But we aim to
include, from time to time, articles of broader
technical interest. In this issue, that role is filled by
Professor Hans Meuer and his colleague Dr Horst
Gietl, who have kindly allowed us to print a revised
version of a paper given by Professor Meuer to the
House of Lords on 18 April 2012. As you’ll see, this
is a fascinating overview of the Supercomputer
scene, an area of which many of our members will
have little direct experience.

Finally, we'd welcome your feedback. What do you
like? What do you dislike? What would you like to
see in the magazine that we aren't currently
addressing? Your comments, complimentary or
critical, are very welcome.
We hope you enjoy this first issue of SDP and we
look forward to publishing the second in about four
months' time.

Robin Jones
Executive Director for Professionalism & Education

We also have excellent articles on using Windows
Azure in Cloud-based systems design, techniques
for altering the severity levels of logged events in
software without recompiling the code and Value
Engineering techniques described through
SharePoint examples.
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Tune logging levels in
Production without
recompiling code

combined with event-ID-to-severity mappings
contained in application configuration, allowing the
event to be logged with the appropriate configured
severity, and for the severity to be changed easily
after deployment.

Matthew Skelton

Logging Severity Levels
Almost every contemporary logging framework
uses the concept of severity levels to distinguish
between log events of different importance: the
Apache logging frameworks log4j and log4net (and
their stable-mates log4cxx and log4php) have at
least FATAL, ERROR, WARN, INFO, and
DEBUG; Ruby-on-Rails uses FATAL, ERROR,
WARN, INFO, DEBUG, and UNKNOWN; the de
facto *nix logger Syslog and its RFC-3164compliant variants like syslog-ng use Emergency,
Alert, Critical, Error, Warning, Notice,
Informational, and Debug; and the Windows
Event Log uses a minimalist trio of Error,
Warning and Information.

Matthew Skelton@matthewpskelton
http://matthewskelton.net/
contact@matthewskelton.net

Abstract
When raising log events in code it can be difficult
to choose a severity level (such as Error, Warning,
etc.) which will be appropriate for Production;
moreover, the severity of an event type may need
to be changed after the application has been
deployed based on experience of running the
application. Different environments (Development
(Dev), User Acceptance Testing (UAT), Non-Functional Testing (NFT), Production, etc.) may also
require different severity levels for testing
purposes. We do not want to recompile an
application just to change log severity levels;
therefore, the severity level of all events should be
configurable for each application or component,
and be decoupled from event-raising code,
allowing us to tune the severity without recompiling
the code.
A simple way to achieve this power and flexibility
is to define a set of known event IDs by using a
sparse enumeration (enum in C#, Java, and C++),

These severity levels help to clarify the nature of
the logged information; for example, events logged
as an Error can be configured to trigger monitoring
alerts in tools such as Nagios, Zabbix or SCOM,
whereas events logged at the INFO or DEBUG
level are perhaps instead left in text log files for
later aggregation and analysis by LogStash or
Splunk. Depending on how the application is
configured, raising events at some severity levels
can prevent information being logged in the first
place (for example, DEBUG events might be
ignored by the logging framework).
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How to Choose the Correct
Severity Level

The ILog instance has logging methods Error(),
Warning(), Debug() and so on which correspond
to a fixed severity level (see sidebar). Notice also
that we are coupling our application code to a
specific logging framework (here, log4net) which
means that this would be awkward to change in
the future.

When logging an event with frameworks such as
log4j and log4net, we typically have to choose the
severity at the point of logging, that is, deep in
application code. For example, with log4net 2.0,
we would write something like:

At a high level, the relationship of the application
to the event ID, severity, and resulting logs might
look like
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However, our code should ideally not be directly
dependent on a particular logging framework, but
instead on our own logging API abstraction layer
which allows us to change the logging framework
implementation later:
    
    

However, even if we abstract the logging
framework from calling code by using our own
logging API, we still typically need to specify the
severity at the point of logging, because the underlying framework needs to know this value; this is
an example of a leaky abstraction.
In this example, the CustomLogger class acts as
an API abstraction to hide the use of log4net, but
we still need to pass in a log severity level to
enable us to log the
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This abstraction insulates us from the log4net
logging framework underneath, but does nothing
to enable us to change the logging severity level
after deployment, as we still need to specify a
logging severity level because the underlying
logging framework requires it.
With the API or abstraction layer, the software
might be represented like this:

We can see that the specification of the event
severity is ‘bubbled up’ to the calling code because
it is required by the lower level logging framework,
even if we create some kind of wrapper or
abstraction.

12

The Problem with Specifying
Severity Levels
The problem here is that the severity given to an
event type may need to change after the code is
compiled or deployed; the appropriate level may
vary in different contexts for the same logical
event. For example, an event in a database
handler for which a WARNING is appropriate for
one component may actually require an ERROR
severity in a second, separate component.

When deploying applications to different
environments (Dev, Test, UAT, Production, etc.) it
is often useful to be able to log events with different
severities because at each stage of the delivery
process we tend to be interested in different things.
For instance, an automated acceptance test
environment may need to be much more stringent
than other environments, and we might know that
our Dev environment uses ‘test’ versions of
external third-party services which are unfortunately unreliable, so we want to log connection and
transaction errors to those services at WARNING
or INFO levels rather than ERROR, so that we can
more easily distinguish real errors from the noise
of failed connections. We certainly do not want to
recompile our applications just to deal with flaky
test services, so each environment would ideally
have its own set of severity levels for given types
of events. Normal configuration management good
practices should ensure that configuration meant
for UAT does not end up in a Production
environment.

Let’s pose a telling question:
How can low-level components or code predict
the logging severity level appropriate for the
application for each event type?
The answer is, of course, that they cannot and
should not. By hard-wiring the severity levels deep
within application code, we end up with different
effective meanings for ERROR, WARNING, etc.
depending on which component is logging; this
leads to 'noise' in the monitoring system which is
bad for human operators. Apache log4net goes
some way to solving this by its Level Maps feature
(see sidebar) but the configuration required is fairly
advanced.

Logger Repository Level Maps in Apache log4net
Apache log4net is a commonly-used logging framework for the .NET platform, and part
of the Apache Logging Services family which includes log4j (for Java), log4php (for
PHP), and log4cxx (for C++) – see http://logging.apache.org/. The log4net library has
support for Logger Repository Level Maps, which enable per-Assembly and per-application configuration of logging severity levels, so that a call to logger.Error() might be
translated at runtime to a log entry with severity set to INFO (for example). This allows
system administrators to tune the severity levels for an entire application, component,
or assembly, but unfortunately not (yet) for specific event types.
For more details on log4net Level Maps, see
http://logging.apache.org/log4net/release/sdk/log4net.Core.Level.html
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Overriding Appender.append() in Apache log4j
Apache log4j provides the ability to change the severity level of log events by allowing us
to override the org.apache.log4j.Appender.append() method. However, this is a fairly
eavyweight’ solution requiring additional coding, and does not allow the severity of specific
event types to be reconfigured post-deployment.

instead, without needing to recompile the code;
following an application restart, the events were
logged at the less noisy severity level, and the Ops
team was happy.

Real-World Example: search
crawler bots
I recently worked on a large transactional web
system for a major European financial institution,
and in the public-facing web application we were
logging one particular ASP.NET web framework
event prior to go-live with a level of Warning.
However, we discovered after go-live that some
web search crawler bots were causing thousands
of these warnings every day (as they made HTTP
POST requests with incomplete form data); this
was causing headaches for the Ops team, as they
had to suppress the noisy warnings in the monitoring console, and the extra log entries made it
difficult to spot 'real' warnings (it would obviously
have been difficult to test for this behaviour prior
to go-live). Luckily, my team and I had insisted on
using a configurable severity level for logged
events, and we simply updated the configuration
to use a severity of Information for that event

A Consistent View of Log
Events with Event IDs
In addition to an abstraction API to hide the
underlying logging framework, each logically
separate subsystem should have defined a set of
possible events. For a given running program,
there is a finite set of N known events which can
occur, plus a (potentially larger) set of unknown
states or events.
These two sets can this be represented with a set
of 'known event' IDs or codes, plus a single
'unknown event' code which covers all unknown
conditions, leading to a maximum of N+1 event IDs
In my experience, the act of specifying the different
event types can itself be a useful exercise, as it
forces us to consider the possible states of the
application or component.
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Implementing Decoupled
Severity Levels
The list of events (1) requires more interesting
treatment. We need a way to guarantee that each
possible event has a unique event ID, and an
effective way of achieving this is by the use of
sparse enumerations: enumerations with nonsequential integer values. When used with
descriptive enumeration (enum) values, we
achieve good code readability too. C# and other
.NET CLR languages have the best support for

So, how can we defer the decision about the
severity of a logged event to a lower-level logging
component? How can we effectively decouple the
choice of severity level from the act of logging?
We need four things to decouple the event severity
from log context:
1. A definitive list of possible loggable events,
each with a unique ID.
2. A configurable mapping between these event
IDs and severity levels.
3. Low-level 'mapper' functionality to funnel the
log message, event ID and corresponding
severity level through to the logging framework
(such as log4j).

  

   

4. A logging abstraction layer or API above the
mapper so we do not need to specify the
severity when logging the event in application
code.

  
     
  

The mapping itself (2) can simply exist in
application configuration and be loaded on
application start-up or refreshed on changes, as
required. In XML form, the mapping might look like
this:
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Java needs additional (slightly ugly) code to
translate the integer value back to the enum
values, but the principle is the
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The low-level mapper (3) which selects an
appropriate logger to use for logging the event is
essentially a switch statement, and trivial to
implement. The abstraction layer or API (4) sits
above the low-level mapper and reads the event
ID-to-severity mappings, allowing us to log distinct
events using the event IDs but without specifying
the severity, like

  

      

 
   
   
 

 

   
   
 


    

  



We are now able to hide the severity detail behind
the API, allowing us to make a much more elegant
call when logging:

  

Compare this to the earlier examples where the
caller was forced to supply some kind of severity
at the point of logging:
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Not only do we gain the ability to defer the decision
on severity to a lower layer, but we also end up
with more readable, more self-documenting code,
as we have had to choose from a finite, defined set
of event IDs to describe the condition we are
logging.

reviewing older code); in practice, it makes sense
to keep the old event IDs around for future use
when analysing metrics.

Logging With Decoupled
Severity

Useful Properties of Sparse
Enums for Event IDs

Let’s review our ‘shopping list’ of requirements for
allowing the tuning of logging levels without recompiling an application:

Enums are useful for holding the event IDs for
several reasons:

1. A list of loggable events, with unique IDs
1. The compiler will report an error if two enum
entries are assigned the same integer value,
making for a very robust, compile-time check
that the ID values are unique.

2. A configurable mapping between event IDs and
severity levels
3. Low-level 'mapper' functionality to funnel the
log details through to the logging framework

2. Compilation will also fail if an expected event
enum value is not defined in the version of
the enum event ID package being used.

4. A logging abstraction layer above the mapper

3. Being able to use non-contiguous ‘blocks’ of
event IDs is useful because we can assign
ranges of IDs to different kinds of events,
gaining some human-readable benefits if we
ever see the integer values of the enum.
4. We can rely on a given enum value and its
corresponding integer ID being tied to a
specific event type or condition (that is, the
event ID has a fixed semantic value). For
example, using grep or tools like LogStash we
can search across logs for occurrences of
the event 'MessagePeeked' or '3001' and know
that these represent the same ‘event concept’.
5. The source code becomes the definitive
reference for the meaning of event IDs, and
there is no need to keep track of the values and
meanings separately.
There are some important consequences of being
able to rely on the integer event ID to identify a
given type of event. The meaning of a given enum
value and event ID is immutable: once an event ID
has been used from the 'pool' of possible IDs, it
cannot be re-used for any other meaning. New IDs
can be added to the enum, but old event IDs
cannot be re-used for new events, unless a
refactoring across the whole dependent code base
occurs (but that still leaves ambiguity when
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The software layers for logging then appear
something like this:

Here we can see that the application needs to
know only about the event IDs, not about the
severity levels associated with those events. The
severity levels are held in configuration, and the
association of event ID to severity level is
performed by a Mapper layer, hidden behind the
logger abstraction API. The Mapper layer is then
responsible for using standard logging frameworks
like log4net and log4j to write the log message to
the correct log listener.

2. Find an appropriate logger for that severity
3. Log the event using the standard logging
framework
All this adds minimal overhead to the logging
activity, as the only real additional work is the
collection lookup inside the Mapper; as we’re using
unique integers as keys, the hashtable lookup is
rapid, and should not appreciably delay the logging
operation.

The algorithms for using mapped severity levels
are simple:

The need to define all expected events with a
central logger component of course implies some
coupling; each independent (sub-)system might
need its own event ID set. The (sub-)system will
thus be self-consistent in terms of severity levels
and event IDs.

On application startup (or other config refresh):
1. Inject the event ID / severity mappings into the
Mapper as a collection
On logging an event:
1. Look up the event ID in the mapping
configuration and determine the severity
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Further Considerations

Aggregating separate log file entries
Logging frameworks, such as log4j / log4net, are often set up so that a given logger
instance will listen for alerts of one particular severity only. We therefore need an intermediate logger mediator or Mapper, which can then pick the correct logger to use, based on
the severity. One downside of splitting log events by severity is that contextually related
events are logged to different files, so piecing back together a series of related messages
can be tricky; use of log aggregation tools like LogStash and Splunk or remote log servers
such as syslog/syslog-ng can help here.

Syslog Facility Codes
For software using Syslog, we can extend the event-ID-to-severity mapping to map event
IDs to the 24 Syslog 'Facility' codes confirmed in the latest Syslog specification (RFC
5424), removing the need to leak the concept of Facility through to higher layers. The
mappings can be held in application configuration along with the mappings between event
ID and severity.

Windows Event Log
When logging events to the Windows Event Log, it's worth bearing in mind that the Event
ID field of the Windows Event Log is treated by many Windows tools a 16-bit integer,
limiting the number of discrete event IDs to around 32,000 per Event Source. However,
this should still provide plenty of scope for most systems; if necessary, use a separate
Event Source to gain additional event IDs.

SCOM Management Packs
Using Microsoft System Center Operation Manager (SCOM) for managing alerts and
events, we will need to produce a ‘management pack’ for the events of interest in Windows
event logs. The simplest way to achieve this is with an XSL transform on the XML
configuration defining the event-to-severity mappings for a given environment; in this way,
the generation of management packs can be independent of the generation of binaries,
and tailored to a particular environment if required. The mapping configuration can be
decorated with descriptions and other attributes useful for the event management console.
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Configuration Management
Placing the event-ID-to-severity mappings in application configuration means the usual
care should be taken to avoid overwriting (say) Production settings with those for a Dev
environment. Normal configuration management best practice should be sufficient here.

Extending the Mappings with Care
Perhaps we might further extend the event ID mapping by selecting the severity (or facility)
based on some simple rules, such as time of day, although care would be needed to ensure
that the logging substrate was kept simple and rapid: calls to databases or other external
components during logging would obviously be unwise.

Summary
The severity of a logged event often depends on
context, and may need to be changed after
deployment. Furthermore, specifying the severity
of log events at the point of logging breaks
encapsulation and results in variant meanings for
ERROR, WARNING, etc. for different subsystems,
causing noise in operations monitoring and
metrics.
The combination of a defined set of expected
event types using a sparse enum for event IDs, a
mapping of these event IDs to severity contained
in application configuration, and a corresponding
logger abstraction/API allows us to decouple the
severity level of event types from the
application/component code where the event is
logged.
This provides a way to adjust the severity mapped
to event types after the code is deployed to
Production - without recompiling the code - by
editing application configuration, and better
encapsulates the underlying logging operations
from higher level code.
As computer scientist David Wheeler once
remarked, “All problems in computer science can
be solved by another level of indirection... except
for the problem of too many layers of indirection.”
Sample code in C# is available at
https://github.com/matthewskelton/TuningLoggingLevels
Thanks to John Catlin and Attila Sztupak for
comments and suggestions
21
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Identifying SharePoint Value
using Value Engineering
Methods

Take the following scenarios:
Client A deploys SharePoint on a single server
farm for potentially 15,000 users. He finds out later
that scaling up will entail some headaches and
extra cost; headaches due to a full investigation
and appraisal of why there is degraded performance, no backup and resiliency; cost due to the
now increased licensing and infrastructure needed
to resolve the issues investigated in ‘Headaches’.
Note that managing value isn’t always just about
saving money; it's also ensuring the user requirement is met.

Geoff Evelyn
SharePoint architects often hear statements like
“I need a good return on my investment in
SharePoint” or “I am paying a lot of money for
SharePoint and people, what is it there to do?” or
“I need to know what to do and what not to do with
this technology.”

Client B decides to build a Publishing site to
accommodate a team new to SharePoint who are
mainly going to collaborate with 30 or so
documents. Is this managing value? Probably not.
For example, the users may start using features
that lead to administration calls for service on
things you may not have full knowledge of, or
worse still, not governed for.

If you have answers to all of the above
questions, you are a savant! Let me share with you
an understanding of the key quality stamp of any
SharePoint implementation – Value Management,
which the Business Dictionary defines as,“The
Application of value analysis (value engineering)
techniques for improvement of business
effectiveness and efficiency.”

Client C wants to use store Visio diagrams in
SharePoint, and wants to know whether this is a
good idea.

This article describes Managing Value for SharePoint and the basis of its two key tools. To
illuminate the concepts, I will be drawing on
real life projects and showing how the best
solutions were achieved using the techniques
described.

Managing value is about identifying the best
solution and weighing up the alternatives. Whilst
Visio is great for things like drawing organisation
charts, its link with SharePoint Designer in terms
of workflow could be a distraction for users.

What is Managing Value?

Some people will see this as a governance issue.
But it's more to do with strategy. How do you
position this tool with others? For example, the
organisation might be using K2, Nintex or another
workflow third party supplier.

The objective in delivering any SharePoint solution
is to optimise the use of the platform and its
resources. Whilst much emphasis goes into
determining the best solution in terms of establishing effective decision-making and control, managing value focuses on selecting the best option. It
doesn't matter whether we're building a SharePoint
farm, determining the best site taxonomy or
building a site solution to ensure optimum user
productivity.

I’ve witnessed the results of SharePoint implementations where (a) there were licences to be used
and money to be spent (b) no alternatives were
considered and the product was rush-deployed (c)
no objectives were defined so that what was put in
place did not meet client need.
I think this is because those carrying out the
implementations either did not take the time to
carry out proper assessments and/or did not know
of any procedure that could help them.

Decisions taken during the early stages of
implementation will have the greatest influence on
the outcome and will significantly affect the total
expenditure and benefits.
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What are the key tools for
Managing Value?

Objectives of SharePoint Value
Management

So can't we just give clients what they want? Well,
that may not be what they'll adopt unless they’re
able to meet the cost of development, purchase
and support. We need to ask ourselves ‘What is
the client going to use SharePoint for?’ and then
to make sure that whatever we put in place
goes some way to answering that question.

SharePoint Value Management is primarily
concerned with ensuring that needs are clearly defined and that those involved know what is going
to be produced. The primary objective is to create
a common understanding that covers the design
problem, identifies the design objectives, and gets
a group consensus about various courses of
action.

Consider an analogy. A council is asked to provide
new swings in a park. They install two, but without
any way to stop children falling off. After
complaints, they install safety bars but this stops
older children using the swings. They then install
more swings but this occupies space originally
earmarked for seats. So fewer people use the
swings and, indeed, the park. So the complaints
and redesigns continue. And of course the obvious
question will be asked ‘How was the swing solution
analysed?’

Before getting to grips with understanding the
objectives, two points:
1. 'SharePoint solution' in this guide describes
what it means record the work necessary to get to
architecturally design what the client requires. That
requirement might end up as a business workflow;
or as an implementation of Access Services; it
might be part of the work in designing a SharePoint
site for a department / division; it may even be the
study into what features and components to
include in a new SharePoint farm.

So, two things here. There's the cost to the council
of providing the swings. Second, there's their
popularity. If you are thinking in these terms, you
are already trying to manage value.

Value management is key to this as it can be used
in the design of anything within the SharePoint
platform to deliver a service.

To give the client what they want in SharePoint, of
course you need to go through the requirements
gathering, usage and design. Some of this is
business design, some technical. However, you
still need to question requirements, identify and
assess alternative solutions before agreeing with
the client the final framework of the solution you
want to put in place.

There are two key tools you can use:

2. You may think, "This is a business process,
there's nothing for technical people here". But
that's wrong. Value Management is a journey of
discovery where technical know-how meets
business requirements; during which both have a
full understanding of the abilities of the product to
deliver the solution. It is applied to SharePoint
workers from Administrators to Developers to
Architects to Programme Managers. Working with
Value Management techniques will contradict any
notion that deploying SharePoint is 'easy' -- a clickdone-finish project.

● Value Management – selecting the solution that
provides best value for money.

Key Understanding

You could call this Solutions Architecture – I'd call
it Value Management.

● Value Engineering – optimising the value for
money delivered by a chosen solution.

Initial designs are often built around pre-conceived
solutions. For example, the same solution might
have been seen in another company. People may
'assume' that SharePoint has some component or
feature that meets a business objective.

Value Management can be used during the
initial investigation stage to test the business
requirements and at the start of the feasibility and
definition stage to assess alternative options.

In any event, Value Management helps you
challenge such preconceptions by questioning and
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Step 1 – Structure the Objectives

testing the business objectives and then distilling
them into a list of key requirements that are
independent of any solution — then SharePoint
can be used to confirm whether these key
requirements can be met. Also, Value management is a key part of helping you determine a
Return on Investment (ROI). It will inspire
confidence that (a) the business understands
and agrees the decisions made to deliver
the solution and that (b) the technical
features of the components being delivered by
SharePoint can meet those requirements.

Identifying the key objectives of any SharePoint
solution means going through investigations.
The best way I have experienced is to set
up workshops and act as Project Facilitator.
Interestingly, this works even better if a proper
team has been identified.
When gathering requirements, making and
agreeing decisions, ensure that you state clearly
the objective for the solution and that any ideas,
suggestions, or points related to that objective are
captured as secondary and sub-objectives.

Workshop the ideas

Secondary and sub-objectives are the key to
working out the value of the solution; they give
weightings and allow you to assess the value of
each component.

You should carry out this exercise near the start of
an initial investigation stage, when the project is
scoped out. At this stage, you know the key
stakeholders and how soon the project needs to
deliver.
The workshop will require the involvement of key
individuals at an appropriate level of knowledge
and authority. For example, in the design of a
specific site, these will be the key users and the
SharePoint specialist. In the design of a new
SharePoint farm they will be the key sponsors, like
the SharePoint Architect, key members of
interfacing technical teams and the project
manager. I'd recommend the use of a coach to
facilitate. This will help ensure the participants stay
focused on the key aspects and challenge their
conclusions.

To illustrate, here are some examples of
SharePoint objectives, each with a secondary
objective.
● Build a SharePoint Farm which has good
availability and good network performance.
● Build a Project Management site which has a
Schedules management component.
● Build a Server Automation tool which needs to
be audited.
These may seem rather nebulous, but, from the
outset, SharePoint solutions start in that fashion –
no-one is a SharePoint Seer.
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As you can see from the above examples, we
have taken a key objective, and then, through
discussion, agreed the secondary objectives and
then decomposed them into sub-objectives hence:

Ideas generated during meetings without
facilitation can end up in solutions that have many
pitfalls (cost / resiliency / compliance / storage /
etc). Therefore, it's very important that there's been
enough investigation to define the system
specification to meet the objective.
Continuing with the theme of structuring the
objectives, here are some basic examples of
primary objectives and subobjectives:

[By the way, I find Mind Manager absolutely
brilliant for brainstorming objectives in my
SharePoint sessions.]
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Step 2 – Assign importance
weightings
Taking the previous example of a Project
Management Site whose objective is to store
content related to a particular project we could
come up with something like this:

Even at this level, we need to be clear what areas
of the site get more attention than others. For
example, Budget Overview may not be important
if there is another central site that is used record
financial information – there may be a deci sion to
connect and provide that detail without duplication
to this site. Project Plans may be multiple project
plans and may even require their own sites. So
they'd be of critical importance.

We need to record these as decisions and apply
value management to each, so we need to add
weighting (relative importance) of each objective.
Taking the above again, I've applied some
weightings:
One thing you may have noticed is that Project
Artifacts becomes a repository but is now more
important than Budget Overview. Also, the sum of
all weightings is always 1.0.
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Taking the example in Step 2, enter a code against
each of the objectives. Call the first secondary
objective A, the second B, the third C and so on.
For each of the sub-objectives start with the letter
of the secondary objective followed by the number
of that sub-objective. For example, the first
sub-objective of secondary objective C is C1. Take
a look at the following and you'll get a better
understanding. You'll need to do this to create the
table to store the Utility Score and Assess Value.

Applying weightings is a delicate matter sometimes requiring a strong application of SharePoint
knowledge combined with business acumen
depending on the nature of the objective. In any
event, bear in mind that weightings are subject to
change and that could be due to one or more
factors.

Step 3 – Evaluate each option
Now that weightings have been applied to all of the
objectives and secondary objectives, you will need
to calculate a "Utility" score.
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Once done, turn the information into a table:




 



































 















 















 





























 















 















 

 
 



In the above table, CMS Product A seems to be
fairly good with Repositories but doesn't have
all the features necessary especially against
Objective A. SharePoint seems to cover the bases
and achieves a higher utility score overall.











indicating how effectively the product can meet the
objective.
For the weighted score of each objective, multiply
the importance weighting by the weighting score.
Repeat this process for each of the objectives.
Finally, add up the score at the end to give a utility
score. The higher the value the better the product
fits the objectives.

So how does this work? First, enter the importance
weighting values for each of the objectives. Then,
for each objective, enter a value out of 100
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In order to give this section the justice it deserves,
make sure that you have the relevant knowledge
resource – meaning that you have someone who
can give you objective advice concerning each of
the products' strengths and weaknesses against
each of the objectives. It is also extremely important that you are 100% honest. If SharePoint does
not meet an objective properly, it doesn't.

Critical Success Factors

Step 4 – Assess Value

● Appropriate level of management so that the
results are not undermined.

Critical Success factors for Value Management
are:
● Senior management support and input – you
need to make sure that decision makers attend
your workshops to identify the priority of the
objectives.

Now on to Assessing Value. Simply obtain the
present value (discounted) and whole life cost,
from which a measure of the value can be derived:




  


































 















 















 





























 















 















 

 
 



● Effective facilitation – make sure you have the
right people to provide knowledge, ensure that






















you have a strong SharePoint specialist to
answer queries and to help make decisions.

In the above example, SharePoint’s life cost is 10
million, CMS Product A is 8 million, and Doc Mgmt
Product B is million. As we can see, SharePoint
has the highest value.

● Sufficient information is available – when
looking at the alternatives, make sure you have
the right information available to allow you to
understand how the product meets
requirements.

Step 5 – Check sensitivity
The process of scoring and ranking is not always
objective. You must assess the sensitivity of those
scores that any in the decision-making process
intuitively feel to be misleading. As these are
assessed, the results can be continually used as
a basis for debate and discussion.

Value Engineering methods can be used to help
make decisions in crafting a SharePoint solution to
the business.
I think this is one of the most compelling ways in
which, as a SharePoint specialist, you can convince a client of the importance of a decision to
apply a feature, component or set of processes to
help solve a business requirement. It can also

Be prepared to iterate steps 2 to 4 as many times
as possible so that all objectives have been
addressed against all the possible alternatives
before you agree on the final solution.
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show where capital can be saved and ROI
improved. Further, it can measure where decisions
have been successful (or even unsuccessful) in
the long run.

best optimise the decisions you take. There is a
historical, audited approach so the client knows
that the cost (and benefits) associated with each
solutions agreed upon can be measured.

What is the objective of Value
Engineering in SharePoint?

FAST Value Engineering Methods
Within Value Management, a technique called the
Functional Analysis Systems Technique (FAST)
can be used to define the basic functions that are
required for the deliverables from the project as a
whole or from any of its parts. You start by stating
what you are trying to achieve and then, by asking
a series of "how" questions, you decompose this
into increasingly specific statements of functionality.
This method can be used for virtually any objective
where there is the requirement to advise how an
objective will be achieved. For example, if the
objective is to increase user adoption in
SharePoint, one method to achieve this would
be to provide a Proof of Concept / Sandbox
environment where users could try out SharePoint
out of the box features and, if necessary, any third
party solutions. Value Engineering can be used,
not only to decide on that approach, but also on
what should be used to ensure its success, by
drilling further into that proposal and optimising it.

Value Engineering is all about how the decisions
we make are based on meeting objectives and
how they can be structured in an easily understood
fashion.
Typically, the decisions we make to meet any
SharePoint objective can be boiled down to a
number of situations.
1. The business requires SharePoint to meet a
specific business objective which in turn will make
its staff more productive in managing and creating
content.
2. The business has a large number of requirements using SharePoint, but it's difficult to see the
wood for the trees in determining what should be
done first.
3. The business has a clear set of requirements
using SharePoint, but it's difficult to see what
feature will provide the best functionality.

Additionally, the technique can be used in reverse
where you have been given a set of discrete
functions. List them and against each and ask the
question, "Why have this element?". You can then
derive the relevant diagram, eventually arriving at
the basic objective. This technique helps you
identify and filter out unnecessary functionality.

For each of these scenarios, you could apply Value
Engineering to help analyse, record and prioritise
requirements.
The objective of Value Engineering is to refine a
selected solution to optimise value for money. This
can be achieved by:

An example of this occurs when needing to decide
which Service Applications to use in a new SharePoint farm, which needs to provide lean services
to ensure the performance and availability of the
environment. For example, in a SharePoint farm
where one application server is used with limited
infrastructure performance on that server, one
would not enable every service application unless
that service application was required (that is, it has
a premise). So, if one of the basic objectives was
to provide the business with the ability to create
dashboards using Microsoft PerformancePoint
then the objective would be to enable the relevant
service. However, by doing this one would then
need to decide on the level of infrastructure
required (for example, positioning on another
server
to
provide
services,
increasing
infrastructure capacity RAM, CPU etc, all to

● Removing unnecessary functionality and cost
● Increasing functionality at no extra cost
● Maintaining functionality at lower cost
If you work in delivering SharePoint solutions,
whether you are an analyst, administrator,
architect or project/programme manager you will
continually have to make decisions that affect user
experience, adoption, sustainability, availability,
and configuration management of the platform.
Value Engineering helps by providing a method to
structure these decisions, to plant priorities and
thereby determine which alternatives and solutions
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ensure availability and maintain performance).
To help explain and to provide a method of helping
you build a decision matrix, I've provided three
basic scenarios below, which show (without going
into too much detail) the process of mapping out
through brainstorming the basic objectives into
sub-objectives. The basic objective can also be
called the solution; the sub-objectives are known
as elements.

Scenario 1
The objective is to deliver a SharePoint farm which
is subject to high impact usage and a medium level
user count.
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Scenario 2
The objective is to deliver a RFP (Request for
Proposal) SharePoint site for the company to
manage business cases.
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Scenario 3
The objective is to deliver a user profile enhancement to an existing SharePoint platform.

Identifying Possible Cost Savings

Let's consider this scenario:
You have been asked to provide a SharePoint farm
which requires custom development. This will cost
an extra £10K including annual support costs of
£2K. It is assumed the lifetime of the SharePoint
requirement will be reviewed in 3 years; therefore,
the life cost of the custom development (one
element in the solution) will be 12 * 3 = £36K.
Other elements include the Proof of Concept
SharePoint environment which will cost £20K plus
licensing costs of £4K. These will not be expected
to be required after 2 years. As an alternative you
could build a SharePoint farm without the custom
element, using internal features which will fall short
of the full client requirement. This is expected to
save £20K (although there will be costs to the business in using alternatives to the custom element).
With the above scenario, let's record the custom

Once you have a defined solution, you will need to
identify and assess the whole life cost of each
element in that solution. You should consider each
of the elements in turn, starting with those of
highest cost and hence, greatest opportunity to
make savings.
This stage is important to proving to the client that
the cost burden is commensurate with the solution
they are happy with, and forms the basis for further
projects which are related. For example, in
creating a SharePoint farm the whole life cost can
be used to define the next level costs for specific
elements that may need to be created, assuming
that the engineering of that SharePoint farm
includes the features the project may adopt.
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development and Proof of Concept elements and
assign costs to each.

knowledge of those teams to build various
approaches.

In doing so, be careful to drill further to understand
what functionality needs to be in each element. For
example, a Proof of Concept element does not just
mean 'slap in a server and put SharePoint on it',
there's more work than that considering that users
may need to be trained (for example), you will have
to source the server, use resources outside of your
direct remit (networking, SQL, security etc.).

● Assess the most promising options and discard
unworkable solutions – don't fall into the trap of
scope-creep, and don't assume you get better
value for money if you start adding more
solutions the client will 'like'. Stick to the
proposal.
● Estimate the cost of any alternatives together
with any pros and cons; for example, building



  









   

  



          
  

Continue adding the core elements to the table.
Once done, identify where you can optimise the
solution by streamlining elements, either by re-prioritisation, identifying alternatives (for example
custom development could be offset by using
out-of-the-box features), reducing infrastructure
costs by confirming the licences required (for
example).

physically separated farms may increase data
integrity but also increases administrative
complexity and licence costs.

Deciding Whether To
● Continue with the original proposal – Share
Point may be only limited by your creativity but
that doesn't mean you force it. For the proposals,
look to the bigger picture and think topology,
structure, governance, support.
Don't be scared to indicate to the client that the
proposal is untenable.

When value engineering a proposed solution use
the following pointers:

Significant Element Decision
Making

● Investigate one or more of the options further
– as part of the decision process for the
elements confirm the viability of the options.
For example, if there is a need to build
diagrams to show a business process and
have that turned into a workflow in SharePoint,
there are at least four ways of doing this –
Visio, SPD, Nintex, K2.

● Understand the current proposed solution – no
guesswork – analyse the solution and remem
ber no-one is a SharePoint superman –
get help!
● Brainstorm alternative approaches – with the
client and other technical teams use their
combined knowledge to find alternative
solutions that can enhance the solution without
increasing cost (or if the cost is going to
increase ensure you can justify it!). For
example, if you are going to build a farm and
have separated technical teams, use the

However, for each there are further implications, some technical, some platform and each
have different costs.
At the same time, remember that you are not
SharePoint superman and if one of the options
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Conclusion

does not fit, discard it you can always pick it
up for a later proposal.

Value Engineering is vitally important in aiding your
decision making so that you can optimise the
solution required and at the same time measure
the cost and resources needed to deliver the
solution.
The key points to remember are:

● Adopt one of the alternative solutions.

Optimising the Solution
● Test any assumptions you have made
● Assess the implications of any relevant risks

● Check the proposed functionality is really
needed

● Consider delivery aspects

● Determine where the money is spent

● Consider the quality criteria and testing

● Identify alternative approaches for high cost
aspects

● Take account of corporate architectures – note
this is not just technical they include system or
process

● Test your assumptions
If you need further information, would like to
comment or feel you have more information to
offer, please feel free to contact me.

Critical Success Factors
● Obtain input from all involved, don't leave it to
your technical team

A great reference (if you are interested in the
science of Value Engineering and FAST) is here:
http://www.valueeng.org/pdf_docs/monographs/FA
basics.pdf

● Ensure those participating have the authority to
speak for their domains
● Use coaches in meetings; good facilitation
pays dividends
● Have sufficient information to hand
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Adapting architectural
patterns to the cloud: Some
scenarios with Windows
Azure

The term “elasticity” is being bandied about now
by many different cloud providers intent on redefining the cloud and, by extension, the internet in
terms of its resource availability. In this article we
will discuss this and show various architectural
patterns which make use of the cloud in different
ways for common business scenarios. The
economics of this is another story which requires
far more thought and discussion! We’ll look at what
Windows Azure, Microsoft’s Cloud offering,
provides in the way of services for applications and
consider some appropriate application patterns.
This article is broken down into the following
sections to hopefully illustrate that Windows Azure
offers a complete service layer for application to
use:

Richard Conway and Andy Cross
It’s impossible these days to begin designing
an application without considering the cloud.
Certainly, Greenfield projects that aren't biased
towards hosting can trend very quickly towards
cloud-based solutions. The factors affecting these
decisions can be very complex and the biases
against using the cloud are raised as objections
towards all cloud providers rather than one in
particular. Compliance and security fears tend to
be at the top of the list of objections to hosting and
transitioning to the cloud. Hosting providers have
been capitalising on these fears, sometimes with
misinformation. This has led to a veritable plethora
in terminology of private versus public clouds.
Private clouds are really virtualisation environments that have been cooked up with well trusted
technologies such as Hyper-V to create isolation
boundaries between customers. Some may offer
a service-based model on top of this but very few
do.

● How and why you should store your data in the
cloud
● Scaling data and application layers
● Common web operations such as caching and
session state
● Advanced usage of messaging
● Identity in the cloud

Data patterns

In our findings a popular use of Amazon EC2 is
more tied in to this model. Amazon offers a few
services such as nosql, workflow and messaging
which don’t tend to be consumed as much as pure
virtualisation.
Amazon’s marketing and design thrust has been
Infrastructure as a Service (IaaS) whilst Microsoft
has centred on Platform as a Service (PaaS). They
are both extremely applicable models to common
business scenarios.

To begin with some of the easiest entry points for
a cloud newcomer are to consume a volatile data
store in the cloud. Azure makes available SQL
Azure on a shared infrastructure which significantly
decreases the cost of this. The new model
provides access to those that are more concerned
with consuming data from a “database” as
opposed to a “database server”. SQL Azure
doesn’t guarantee performance so it’s only suited
for certain types of usage scenarios.

There are many providers who are fairly active and
trying to win business in the “public” cloud space.
Microsoft, Amazon, Heroku, Rackspace and
Joyent to name a few, but others are moving into
the market in quick succession realising that there
is a transition in thought going on with the internet.
Arguments for the adoption of the cloud tend to be
cost-driven but as this article will show, a much
more powerful contention is the immediate scalability. Never before has this been available to us in
the way that the cloud provides.

A common pattern is illustrated below where an existing data centre hosts a web or application server
or both and uses SQL Azure as a RDBMS in the
cloud. I’ve had several conversations over this type
of architecture and its efficacy, but it is in effect a
perfect complement to a web application which
doesn’t need the same level of data privacy and
availability as a high performance application. SQL
Azure takes the pain away from many things which
would otherwise drive infrastructure costs
upwards.
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Principally there are several things that are
obtained “out of the box” with SQL Azure.

It’s worth pointing out that this SQL Azure is not
SQL Server but it is close. There are several things
that it won’t support but you may well be able to do
without. This is why it’s applicable only to certain
scenarios.

● Resilience
● 2-Write commit

These include:
● Geographical availability
● Username and password authentication in lieu
of Windows Authentication

● Replication
The first of these is fairly straightforward. Three
copies of SQL Azure are stored in the cloud or the
“Fabric”. If there is a critical disk failure and the
active one (or passive one) goes down the “Fabric”
will automatically take care of ensuring the 3 node
availability so that there is no lack of service
availability.

●

No availability of linked databases, certain
system-stored procedures and XML

Porting a SQL Server instance across to Windows
Azure may not be straightforward if you make
heavy use of these features or have restrictive
compliance issues whereby you can’t store your
credentials in plain text.

A two-write commit ensures that there is no data
loss. This is a transactional operation handled by
the “Fabric” which will ensure that each database
within the logical active-passive cluster synchronously has a two-phase commit operation on any
Insert, Update or Delete operation on at least 2
nodes.

To supplement the movement of databases to SQL
Azure, Microsoft has provided a Sql Azure
migration tool (http://sqlazuremw.codeplex.com/)
which when used in conjunction with the SQL
Server
Migration
Assistant
–
SSMA
(http://bit.ly/SQLServer) can help port a database
from earlier versions of Sql Server, MySql, PostgresSql and others.

Since datacentres are available the world over, you
can choose where to place your data (Asia,
Europe and the US in various locations within each
of these continents). This feature means that you
can co-locate your data as close to your
application as possible to avoid undue latency.
Whilst you may want to host this in your own
datacentre to take advantage of faster switching
the economics of doing this in the cloud may be far
better. As an example, for a 1GB database which
may well be enough for most web applications, you
can expect to pay roughly £6/month.

In order to demonstrate the simplicity of deploying
and managing SQL Azure instances throughout
this article we’ll demonstrate how this can be
created programmatically using our Azure Fluent
Management library which can be downloaded via
nuget
(http://nuget.org/packages/Elastacloud.AzureManagement.Fluent).
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Fluent Management in this case is exploiting the
REST-based Service Management APIs
(http://msdn.microsoft.com/en-us/library/windowsazure/ee460799.aspx) to create a SQL Azure
instance and Database. There are things to note
about this code which should jump out immediately! Firstly we define the location of the server,
which allows us the luxury of geographic proximity
to our users. Then we’ll have to supply an X509v3

To the uninitiated this is screenshot showing a SQL
Azure database server. It has a URL endpoint
*.database.windows.net which allows it to be
accessed and queried via a REST-based management protocol. Indeed the further into the depths
of Windows Azure we go the more we’ll see that
REST access forms the backbone to management
of all services and applications within a Windows
Azure subscription.

Fig 1- Showing the SQL Azure Management Console

Creating a database couldn’t be simpler. We can
use familiar tools such as osql, which is a
command line tool and should be familiar to many
developers and DBAs or the graphical tool, Sql
Server Management Studio (SSMS R2) to use
TDS via DML/DDL statements or we can use a
number of management tools and libraries that
map on to the open access. For scripting
deployment operations, Cerebrata Powershell
CmdLets is a very powerful tool. Free 30-day time
trials are available from the Cerebrata website
(http://www.cerebrata.com). If you’re building
applications and want to automate your
deployments via Powershell, your choices are
Management CmdLets provided by Microsoft
(http://msdn.microsoft.com/enus/
library/windowsazure/jj152841.aspx) or those
provided by Cerebrata
(http://www.cerebrata.com/Products/AzureManagementCmdlets/). We think it’s worth the small
expense of using Cerebrata CmdLets since it
provides a higher level of abstraction in Powershell
than Microsoft's.

certificate to authenticate to our Windows Azure
subscription.
Our subscription contains a copy of the certificate
which is uploaded prior to this activity but only we
have access to the private key. This means that
when we negotiate an SSL/TLS session via the
REST APIs we can send our client certificate as
proof of who we are and sign the request. Given
that we keep the private key secret (or we should!)
it’s a good proof of identity.
Firewall rules can be supplied to allow a particular
IP range access to the SQL Azure instance. All
requests outside of these ranges will be denied
access to query any database hosted on the
server. There are a couple of special functions
which have been included in fluent management.
Firstly we can auto-detect our own IP address. If
we don’t include this then fluent management or
any other tool won’t have much effect.
A third type of IP address necessary is the 0.0.0.0
range which is the default to allow any Windows
Azure hosted application to access the database.
This is a special feature and means that any
application deployed to Windows Azure will have
access to the database. It therefore becomes very
necessary for web applications so make sure that
credentials are hardened (by default a password
rule exists in the management so you’ll not be

We’ll demonstrate how to create a database such
as the above with Azure Fluent Management in
C#. This should get across the idea that whilst
migration of certain applications may be tricky in
Windows, Azure deployment needn’t necessarily
be.
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allowed to have “weak” credentials). Code and
explanations can be found here:
(http://blog.elastacloud.com/2012/05/29/azurefluent-management-v0-3-9-9-new-stuff-really/).

read-write copying or bidirectional read-write
synchronisation. It’s still in preview at the moment
and provides a preview server as such.

    
   
  
   

  
  


 

 
 



The tool provides a rich graphical interface to set
up the rules between the various SQL databases
which are included in the topological map. The
rules can be as simple as read-write or write-write
between the various nodes in the data sync
topology but can also provide a richer model of
manipulation of data through transformations
between sources.

Syncing between SQL Server
and SQL Azure
Many companies find themselves wanting to
ensure that they have a semblance of control over
their data in the cloud. Whilst the resilience that
has been described thus far should empower a
greater adoption of relational data via SQL Azure
there are still fears that data will be lost indefinitely.
There are a couple of ways to mitigate this. The
first, and no doubt easier of the two, is the use of
regular
backups
through
Bacpac
(http://blogs.msdn.com/b/sqlazure/archive/2011/03
/24/10145578.aspx). This generally writes a binary
dump of the SQL Azure database to cloud storage
and can be copied locally enabling regular
backups and archiving of databases. The tools
provided are very simple to use and are covered
in the linked MSDN article referenced above.





In this section, however, we’ll consider data
syncing, which allows us to replicate the contents
of a database and synchronise changes from a
SQL Azure instance to an on premise SQL Server
instance.





   

The Data Sync Framework is now an integral part
of Windows Azure, enabling near-real time replication of databases between cloud-hosted Sql Azure
instances and on-premise to cloud instances. It’s
a very malleable framework which can be used
to create a hub and spoke topology with an
underlying set of rules based on unidirectional



Fig 2 – Hub and Spoke with the
Data Sync Framework
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Fig 3 – Data Synchronisation with Windows Azure

value can be changed without bound, although it’s
best to use a period large enough to avoid too
much network chatter as this can lead to ingress
and egress bandwidth charges. Policies can be put
into force through the interface as well, which will
mean that if any conflicts in data writes take place
then the outcome can be specified in policy. Lastly,
a dataset can be referenced that will apply the
copy and/or transformation dataset to the
synchronised data. It’s a good way of ensuring that
if a subset of the data needs to be copied then too
much is not sent over the wire! This should be a
familiar exercise for those used to importing data
into SQL Server and using wizards provided by
SSMS.

It’s worth pointing out that a small sync client is
installed to the server instance although once
installed there is not interaction necessary. We do
have to download the sync client which is specific
to the “sync group” we’ve created for each on
premise SQL Server instance however.
You can see in Fig 3 that the topology is hub and
spoke and is defined through the use of a nice
graphical interface within the Silverlight (now
upgraded since the time of publication!) portal
interface available at
http://manage.windowsazure.com and selecting
the preview button in the top centre of the screen.
The sync schedule defaults to 30 minutes but this





 

  




 


Fig 4 – Syncing membership with the Data Sync Framework
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and there is no one-size-fits-all. They are both very
powerful means of expanding the store capability
and accessibility of a model and have different
requirements, economics and levels of flexibility.
Here, we’ll consider the how rather than the why!
It should be noted however that NoSQL databases
can leverage XML and binary types in Sql Azure in
conjunction with federation to provide a scalable
nosql model.

One usage (of many!) of the data sync framework
is a sync of a membership directory. We have had
cause to replicate an ASP.NET membership
directory that holds users which have access to a
website. If an application is being served from two
points to different or the same audience and
shares the same store then a pattern like this is
very useful in that it will allow replication of the user
database through a secure two-way sync process.

If a SQL Azure database grows beyond the
maximum size (currently 150 GB) you will need to
federate. To all intents and purposes this makes
several SQL Azure databases appear as a single
database by partitioning a schema over multiple
physical databases. There is a fairly rich programming model to enable this. T-SQL can be used
as follows to create the Elastacloud_Federation
Federation!

A short introduction to Sql
Azure Federations
Many issues arise due to the size limitations of
SQL Azure. SQL Azure used to have an upper limit
of a 50GB database which was updated recently
150GB. Whilst this limit is enough for many
applications for some it isn’t. One core strategy is
application sharding which allows a database to
be dissected into containable pieces so that it
can be split across many physical databases
and aggregated logically. Now, however, these
strategies have become somewhat redundant with
SQL Federations allowing databases to be scaled
into Terabytes!

CREATE FEDERATION Elastacloud_Federation
(id BIGINT RANGE)
New tables can be created within a federation
which will then become an abstraction across the
Sql Azuredatabases that are its members. It’s also
worth pointing out that besides the familiar use of
T-SQL Microsoft also provide a rich GUI to help the
creation of federations. To login through the web
we can use the management endpoint. As an
example this would access the endpoint for the
database service called w4dxx8b8i0. The
database server names are of course random and
pretty horrible to look at. They are determined by
the “Fabric” every time a SQL Azure database
server is created.

Scaling out at the data layer requires us to build in
two discrete concepts to our arsenal. The first and
most talked about which we’ll build into the next
section is NoSql, which, as it purports to be, is “no
sql”. That is to say that the application constraints
are in the application-tier rather than the data tier.
It allows for a lot of interesting models and
patterns, which we’ll look at.

https://w4dxx8b8i0.database.windows.net/

The second way of scaling out is through a
standard “sharding” approach. This is a very
comfortable situation for many DBAs and a
common scenario. The core reason for doing this
is to maintain the integrity of the database over
several logical and physical file stores. Whilst this
is not new, generally it is new to Sql Azure (but has
begun wide-spread enterprise adoption).

We then present our credentials through the
Silverlight portal.

There are many scenarios for this and we’ll
consider two here and go through some of the
ways that we can set this up using Windows Azure.
We won’t make any value judgements on whether
a better approach to building software in the cloud
is done through the use of SQL Federations or
through nosql. This is a very broad conversation

Login to SQL Azure
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Patterns for Elastic Compute

allocates resources. Many businesses, however,
are more interested in a virtualisation environment
where they manage the operating system and
resources without the intervention of the Fabric.
IaaS enables a number of emergent architectural
patterns by allowing Windows networks to flourish
in the cloud. It’s now possible to create load-balanced environments of IIS servers and mirrored
SQL databases within an Active Directory which
federate with an on premise domain to enable
Windows Users to login to a website.

One of the most pressing needs for the
deployment of a cloud application is the ability to
create a scalable, optimal application. Since
resources are cheap enough now that you can
focus on “getting something out of the door” and
then iteratively ensuring that it is performancefriendly, there are some clear economic decisions
that can be put in place now to avoid writing good
code! This situation has never been applicable
because this is the first time in history that we have
had access to cheap compute resources that can
be leased by the hour without even a call to the
datacentre to set up the environment (within
reason).

Let’s begin by taking a look at a 101 pattern used
for offloading work. Architectures have grown up
to be 3-tier and the cloud is no different. Web
requests or Web service requests are normally
fielded by a web tier and application code is run on
an application tier which creates a separation layer
between web and database. The cloud is no
different in this respect so we’ll look at a basic
pattern which recurs in all cloud architectures.

On June 7th 2012 Microsoft announced the
release of the much awaited IaaS. Up to this point
Azure was centred towards PaaS (Platform as a
Service) which entailed a programmable model of
deployment and configuration for compute,
database and storage resources. Learning PaaS
requires effort in understanding how the “Fabric”

Web roles contain a Windows Server 2008 image
with IIS installed allowing a web application to
server pages to users. Worker roles contain a
simpler image with no default networked services
running to server anything to users. Worker roles
in this respect are completely virgin. There is
nothing stopping you from installing a web server
on a worker role and treating this as if it were web
role (worker roles have been used in the past to
bootstrap Apache or Tomcat webservers).

 











Compute instances (web and worker roles) don't
receive requests directly. Instead a load balancer
will intercept requests originating outside of the
Azure datacentre on a pre-defined public endpoint
and forward requests to the compute instances.
This common pattern is used as a first principle.
When a web role receives a request from the
internet it will focus on servicing this request but
not on the actual work effort required to complete
the request. This clear separation of architectural
concerns is enforced by Microsoft in the provision
of a web role, which has IIS pre-configured and
pre-installed and a worker role which hasn’t.
A worker role is synonymous with a windows service as it has a lifecycle that can drop straight
through if it doesn’t have activity to execute. As
such we tie the executing thread into a loop to
avoid early completion. A thorough description of
web, worker and their counterpart VM roles can be
found here (http://msdn.microsoft.com/en-us/library/windowsazure/gg432976.aspx).





 




Fig 5 – Load balancing and off-loading
onto worker roles
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The common pattern in Fig 5 can be embodied in
code very easily. Microsoft has created a Storage
Queue which can be used to communicate
between a web and worker role. It is highly
scalable and can push up to 500 transactions per
second so should be fast enough for most
situations. It offers message resilience through
persistence and can deliver up to 32 messages a
time of up to 64K each.

Microsoft has defined the concept of a Cloud
Service, which acts as a container for a web and
worker role. A cloud service can contain any
number of roles and a role can contain a number
of instances. Each instance is in effect a virtualised
Windows Server wrapped up in a configurable
programmable API that’s both config and REST
driven.

 
 


 


 





Fig 6 – The composition of a cloud service
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It’s also important to point out that every time we
add a message to the queue we enable several
transactions, from adding, to checking, to locking
to deleting a message. It’s the checking part that
is important in this pattern. Checking the queue
dictates a transaction, which is chargeable. In
order to limit our footprint we may want to try
different strategies to minimise the contact we
have with the queue.
When the queue is full it is unavoidable but you
can see from the above code that we may be
checking every second (and being charged) yet
have no messages for hours. This pattern is
generally applicationspecific and may entail fewer
checks during the evening as opposed to the
morning or checking other parameters first and
then determining how to reset the wait period to
something longer. In general we can apply a
common algorithm here which is used in most
Azure applications. There are several patterns we
can apply to limit our contact with the queue. We
can apply

The above code runs on the worker role start-up
routine. Without going into too much detail on the
architecture of roles, this code will run in the
WaWorkerHost process which hosts all of the
application DLLs and is bootstrapped and
monitored by a common bootstrap process.
Windows Azure Storage Queues don’t support a
pub/sub methodology. They are simply meant for
intercommunication between web and worker
roles. Later in this article we’ll review Queues,
Topics and Subscriptions which are meant for
messaging applications. The parallel for Storage
Queues is simply interrole communication. From
the code samples it can be seen the Storage
Queue is quite raw and only supports regular polls
rather than asynchronous callbacks.
The code above creates a storage queue within a
worker role if one doesn’t exist already and then
loops forever if listening for messages. The queue
does not guarantee that multiple clients will not be
processing the same message. In our case and as
per Fig 5 we are looking at having a single queue
process messages for the entire stack of worker
roles so it’s important, as part of the pattern, to
ensure that the worker role that is processing the
message from the queue place a lease with an
expiry on this message. This will entail that no
other receiver will process this message for the
duration of the lease. Thus if the worker role
processing the message crashes or throws an
exception then the message will be released for
another receiver. The upshot is that an Azure
Storage Queue is unable to guarantee that a
message will not be received more than once and
may not have message processes in the correct
order. Receive Mode for the Queue client can be
set to Peek & Lease for anywhere between 30
seconds and 7 days.

● A linear backoff strategy
● A custom backoff strategy
● Or an exponential backoff strategy
Linear backoffs are illustrated below and will
generally have a fixed counter increment which will
be used to backoff checks to a maximum limit. A
custom backoff strategy can have some extra
application logic to check for other things which will
affect whether the message will appear on the next
check, such a transient fault. An exponential
backoff may entail that we backoff after 1, 2, 4, 8,
16 and 32 seconds (the exponent doesn’t have to
be 2) and then place a cap on this value. In
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implementations the backoff strategy is initiated
using a random number rather than 1. Whilst this
is not predictive, because we still don’t know when
the next queue message will turn up, it is an
effective general strategy.



The above is an amended pattern formulated to
use the linear backoff strategy. The key here is that
that each subsequent check of the queue which
reveals no messages will end up incrementing the
check time by 1 second so that in the end checks
are only being done twice every minute. Of course
there are several methodologies that can be
employed to heighten the effectiveness of this
strategy in a generic sense, such as checking an
IIS performance counter on the web tier or checking something application-specific that will help
reconcile whether there are any waiting requests.

  
 



  
 

  
 

Other strategies to avoid
constraints



With a 64K message size limit, most scenarios can
be catered for but there are some instances when
message sizes may be prohibitively large for the
queue. In these instances a multi-tier approach
should be used. The first approach is the splitteraggregator pattern which will be discussed in the
section on Service Bus patterns. This will chop
messages up to the limit when they are placed on
the queue and then reassemble them based on a
group identifier. This process, also known as
chunking, has been a strategy used to move large
files over connection protocols for

 
  
 
  
 
  
 

Fig 7 - Splitter-Aggregator over storage queues
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map of all that is Windows Azure. The first of these
is GuestBook which follows this pattern. In the real
work the most resilient way to do this is via a
queue of some sort we tend to see very large
JSON or XML documents which we can persist to
Blob Storage with a unique identifier, associating
metadata with the blob (possibly a GUID value
which relates to the message identifier).

Whilst this can be done over the queue if an application has messages of such a large size then it
should probably use a different means of getting
the message to the worker role (in addition other
strategies such a peek-locking will need to be done
to ensure that multiple clients don’t pick up parts
of a message and the handling worker role cannot
complete its construction as a result which can be
expensive in terms of storage transactions).

In general the techniques here are used to limit the
interactions with Windows Azure storage to save
costs.
The individual costs are very small and shouldn’t
be a consideration as much in low volume
applications, but when applications are scaled
beyond their designated user bases to involve
millions of transactions per hour, the costs will
start mounting. This is a good reason to consider
these strategies when designing a Greenfield
application.
One other strategy that we won’t detail here is how
to get past the natural transaction limit of a storage
queue. As we’ve mentioned, the upper transaction
limit is 500 per second, which may sound like a lot
but for applications with millions of users this can

The preferred way of doing the above is to ensure
that the queue is used as an identifier for a
message but doesn’t push the message into
transit. In this way there is no need to be deterministic about message sizes.
A good strategy for Windows Azure is to use Blob
Storage to store a message “file” which may
contain a lot of message data which the worker
role will need to process. This may seem unorthodox but in fact it isn’t.
The Windows Azure Training Kit (WATK) contains
several examples that embody this principle. The
WATK can be downloaded here http://www.windowsazure.com/en-us/develop/net/other-resources/training-kit/ and is a fully comprehensive



 

  








Fig 8 – Message Indexer Blob pull

47

There are several ways of doing this but the best
application pattern outside of using the Service
Bus is to have a pair of worker roles which will be
running the open source application Quartz.NET.
The upshot is the ability to set up a persistent store
for jobs and then allow this store to be accessed
by one or both worker roles but ensure that the
worker role only executes the job once. Since
Quartz.NET supports load balancing and failover
it is effectively possible to ensure continuity and
good performance of the service. This is obviously
preferable to using the Windows Task Scheduler
where jobs are persisted locally so not exposing
the correct level of durability (if you do use the Task
Scheduler in projects it will need to be started –
using a startup task – or the “at” command should
be shipped with the deployment if you need to use
it from a command line).

become inhibiting. In effect the splitter-aggregator
pattern can be applied on top of many queues
to get around this problem. The conceptual
implementation is a welldefined common sense
approach to this and involves a higher level
abstraction to make many queues look like a single
one and then operate a scheduler between the
participant queues using a round-robin or another
workable scheduling algorithm. There is a great
third party wrapper for this hosted on codeplex
(Partitioned Cloud Queue – http://partitioncloudqueue.codeplex.com/) which details the
higher level abstraction and its use.

Timers in the cloud
The more you delve into the cloud the more you
realise that projects are all about patterns and
practices.
Windows Azure has a great body of open source
projects but not nearly as many as ASP.NET or
other Microsoft technology stacks, given the lack
of time it has had to develop. This means that you
need to follow by example. Azure is not a new
technology; it has been available for four years but
many developers have not realised its significance.
There is, as such, a large body of working code,
examples, blog posts and other helpful items
online to get you kick-started. It’s worth mentioning
this now since we’ll be detailing one useful way of
creating a timer to participate in cloud architecture.
There are various approaches and we’ll be looking
at one or two here but considering better ones on
the messaging and service bus section.

Scaling compute instances to
meet demand
The real power of the cloud is its ability to
designate resources to meet the demand of users
with the click of a button. Use of the cloud should
be considered on the aspects of scalability above
all else. Windows Azure provides a very concrete
programming model for the scaling of role
instances through configuration.
Each cloud service contains two configuration
aspects; one an embedded and pure aspect which
is resolved when a cloud service is created and an
application is deployed to Azure and the other a
configurable “on the fly” approach to provisioning
new resources.

 









Fig 9 – Using Quartz.NET in the cloud
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A cloud service is defined by a file .csdef file an example of which can be seen here:
  
 

  

 

   




    


  


  




services on their NAT. Another point of interest that
underpins the programmable model of PaaS is the
“import” of plugins or modules. Azure plugins are
pieces of software that are laced into the deployment and installed to the role instance. Examples
of plugins are Remote Desktop, Caching and
Diagnostics monitoring. Allowing “startup scripts”
to be run means that the role instances are highly

Put simply, this “Service Definition” defines the
template for each role and its associated
“endpoints”. In the above example we can see that
in our deployment to a cloud service we have a
single web role called “WasabiWeb”. This role
instance contains a single open port 80 to allow
web traffic. A load balancer will receive requests
for the traffic before the role itself and forward
them. The paradigm is similar to home returns that
have port forwarding enabled for networked
49

Another important point to note is the “vmsize” on
the web role. This vmsize defines the size of the
compute resource. A small vmsize exposes one
core, whilst a medium exposes two, a large three
and an extra-large eight!

An example therefore of a reactive rule could be:
if the aggregate CPU usages of my web role
instances peaks above 70% then add another role
instance; if it drops below 30% then remove
another role instance.

The other configurable file is the
ServiceConfiguration.cscfg :

The upshot of the incidence of technology and
business process means that Azure can deliver a
highly scalable and automated application with
very little programmable effort.

  
 
 

 
  

 

 
   




This configuration can be changed on the fly
through the REST APIs, which interact with the
Windows Azure “Fabric”. What this means is that
we have low level control over the configuration
data for the plugins as well as the instance count
of the roles. The instance count can be updated to
the available number of instances to the Azure
subscription. Microsoft has supplied WaSABi to
“autoscale” instances based on constraints or
reactive rules.

Caching strategies in the cloud
Caching in Win-dows Azure used to be an expensive proposition. The “AppFabric shared cache”
was a highly resilient, highly available network
cache that allowed Microsoft to manage shared
resources for applications needing a cache.
The problem was the expense of running and
managing this. The spring 2012 updates to
Windows Azure have offered different caching
paradigms and in this section we will look at both
the shared cache and a self-hosted cache and how
these can be used to leverage fast data lookups
with the application of algorithms and strategies.
We’ll begin by looking at the new co-located cache
(or Cache Preview) and then look at the shared
cache to determine which to use

An example constraint might be: my application
needs four web role instances during the week but
only two over the weekend.
A reactive rule can detect changes in a particular
measure. A common rule is the performance
counter for CPU usage.
50

 

 



 

Fig 10 – Using a Cache with web roles

A simple pattern using the cache preview is to use
a cache in the web roles and have a certain
quantity of memory set aside for this. The cache
can be used in the same way as an ASP.NET
cache in that expiration can be set on cached
items (both sliding and absolute). When the cache
hits its limits an algorithm can be applied to start
dropping cache items (Least Recently Used –
LRU). The pattern shown above is a common one
in all situations.

process. Generally the cache sizes will need to be
relatively smaller so as not to eat into the available
memory needed to service web requests. Assigning 30% of your RAM to a high volume web site
may actually prove to be restrictive in such a
situation.
A better way may be to dedicate a role to the cache
in order to have more control over the memory and
the understanding and isolation of what will be
using the cache process. Of course this is more
expensive but it creates a good separation of
architectural concerns.

1. Check the cache for an item using a lookup
identifier of some kind
2. Check to see whether the item is in the data
store

This is also a more natural state to understanding
how Microsoft prices the AppFabric cache proves
to be expensive. Cache resilience is expensive,
not provision of the cache. In addition the AppFabric Cache uses Access Control Services which will
ensure that unauthorised requests to the cache will
be refused so this should be viewed as a fast,
secure and highly available service.

3. If it is, add to the cache and retrieve for the
running web instance.
The cache improves performance by significant
orders of magnitude. Of course there is a limiting
factor on the use of hosting the cache on the web
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Fig 11 – using a dedicated cache

    
  

    
   
   
   
     



    
   
    
     


            

 


The code above shows how simple cache use is.
Two API methods Add and Put allow items to be
placed in the cache. The former allows an item to
be added to the cache and, if present, will generate
an exception, whereas the latter will allow multiple
versions of the cache item to be placed with a
requisite version number increment. In this
example we use a named cache which we can
define independently from the default. This can

be set up in configuration or programmatically, so
a level of multi-tenancy can be achieved whereby
the cache can be used for individual web application activities or instances. The other things to be
aware of is the ability to tie generic markers
through Regions and Tags which allow access to
cache items without foreknowledge of the cache
keys.
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An example of how to set up the cache can be
seen here http://www.windowsazure.com/enus/
develop/net/how-to-guides/cache/.
A cache item can be returned just as easily through
a Get operation:
  

    
   
   
    

 


messages, but do not impose architectural
patterns on your message load, instead allowing
designers to choose a system which best fits their
application. When approaching the selection of
messaging system, it is important to consider the
workloads on the client and server and find an
appropriate scheme that allows the distribution of
messages to work in conjunction with the elasticity
aimsof your service architecture.

or by getting all items related to a particular region
and tag set.
There are two things worth mentioning about this
implementation. The first is that it has built-in
support for the Memcache-based protocol which
allows existing application to work with this
co-located Azure cache (there are several
memcached clients in multiple languages that can
be used, so it’s possible now for a PHP, Java or
Python application to use the co-located cache).

We will explore patterns that allow multifaceted
messages to be distributed across a system with
units of work being aggregated on well-known endpoints, allow messages to be distributed to multiple
service endpoints and allow relaying of messages
containing arbitrary content between multiple
clients and servers.

The other (and perhaps the most important) point
is that this cache can also be highly available. In
the configuration set-up for the cache it’s possible
to specify a number of backup copies which create
replicated partitions across the cache cluster. This
means that the cache will effectively have multiple
copies of itself so if a single node goes down it
won’t affect the availability of the cluster. The
design of the cache enforces high availability as
well so that if a backup copy goes down, the cache
partitions are immediately replicated across the
other nodes in the cluster.

Queues
It is common for large, multifaceted messages to
be transmitted for processing in the cloud. These
messages may be of such size in describing a
single unit of work that should be undertaken by
the receiver that they no longer fit into the
constrained size of a single message. In such a
case, a message should be split into a set of
messages, the superset of which contains the
operational data of the original message. An algorithm to achieve this is called a Splitter, for it splits
a message into sub-messages, and for every
splitter there must be a matching algorithm on the
receiving side that merges the sub-messages to
reconstitute the original message. The algorithm
that mirrors the splitter is called an aggregator, and
thus the overall pattern is called the Splitter-Aggregator pattern.

An exploration of messaging
patterns with the Windows
Azure Service Bus
The transmission of messages between clients
and servers is a fundamental building block of
modern application design. As a result, a reliable
and resilient messaging system such as Windows
Azure Service Bus is an important part of the
infrastructure of many applications. These
messaging systems allow for the delivery of
53



 







 

   



 


 

Fig 12 – the splitter-aggregator pattern

into many smaller messages, and then these are
recombined in an aggregator class:

In the example below, an Azure Service Bus
Queue is used in conjunction with large messages
in such a way that a single large message is split
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The Client for Azure
Communication
One side effect of the Splitter-Aggregator pattern
is that it relies on Session-based messaging,
meaning that the client-server endpoint relationship is typically 1:1, so distributing a workload
becomes a problem.
Furthermore it is typically employed to send large
messages to a single receiving endpoint, which
then performs a single unit of work. In scenarios
where the client-server endpoint relationship is
asymmetric, a different pattern is required.

their own unit of work before replying to the
application. For instance, a stock ordering system
may issue requests to partners for them to quote
the cost of the stock being ordered and then the
application may choose the quotation with the best
value before completing the order. In such a
system, the Splitter-Aggregator pattern is not
appropriate as there would need to be multiple
channels open, multiple instances of the algorithm
running and the pattern is not meeting the
requirement. Fundamentally, Splitter-Aggregator is
inappropriate as it is unicast in its messaging.
Instead, a different pattern, which can broadcast
messages, is needed.

Topics
Sometimes, an application needs to distribute
workload to multiple subsystems or across organisational boundaries to partners who then enact

57


 

 

 


 


 



 







 


 

  
 


  
 

Fig 13 - Using Topics and Subscriptions to implement a Broadcast-Aggregate pattern

In this scenario, with multiple consumers of
messages, it is essential that we send a broadcast
message to our receivers so that a single broadcast message can be received by multiple
receivers. Furthermore, we want the receivers to
be able to receive the message with little overhead
on our application. Specifically, if a new receiver
(or quotation partner) comes online we don’t want
to recompile/redeploy/redesign our application in
order to support them, so instead we need a
flexible mechanism of subscription within the
broadcast system.

In the implementation shown above, the manufacturing company with a requirement to fulfil an order
will build a request for quotation, listing all the
materials and labour required for the construction
of their line item. They then send this Quotation
Request message to a Service Bus Topic, which
routes the message to every valid Subscription
within the Topic. The application developer has
already created a Subscription for every supplier,
an action that they can undertake programmatically or through off-the-shelf tools. The Subscription is more than a message router; it has a logical
element which means that a filter can be added to
the individual subscription, allowing individual suppliers to receive only messages of a given type
(e.g. Toys but not Plastic). The Subscription owner
(the supplier company) can then request quote
requests from their subscription and not compromise any of their competitor’s data. Once they
have received their message, they can build a
Quotation message, place this on a new Service
Bus Queue, which the manufacturing company
can poll in order to retrieve all quotations.
Following this, a standard business process can
proceed that allows the company to choose the
most appropriate quotation, and proceed to
fulfilment.

The pattern that we can apply in this scenario
comprises a broadcaster in our application, a
simple transmitter in our partner’s application
and a final aggregator in our application. Our
broadcaster will send a message to all of our
subscribers, they will receive the message and
then transmit a reply back to our application, which
will aggregate that message along with all
messages that relate to the initial broadcast.
For this reason, the pattern is called BroadcastAggregate or sometimes Scatter-Gather.
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Fig 14 - Using a Service bus relay to connect disparate systems

Service Bus Relay

The Service Relay can exist in either a custom
implementation or one of the pre-made implementations based on WCF bindings. These WCF
bindings allow the exposure of services of arbitrary
interface, and the rapid exposure of remote
applications to cloud based systems (and the
reverse). The Service Bus communication medium
is protected by an authentication mechanism
relying on a secret key and standard WCF
message digest technologies are available on the
throughput messages to reduce the risk of tampering. The Service Bus relay endpoints come with
built-in load balancing to allow for resilient and
scalable systems.

Further to the scenarios listed so far, it may be the
case that our cloud messaging is not simply about
dealing with messages that have a well-known
content. For instance, in our previous messages
we might be considering sending a set of XML
encoded data, the very content of which is the
message. It is possible to inspect the result and
perform actions on it. This is not always the case.
Instead arbitrary messages may be sent into the
Cloud containing data for transport to an expected
endpoint service. Such an approach is called relay,
and it has a different set of architectural concerns
from the previous examples.

This use of infrastructure to relay arbitrary network
packets allows a secure and resilient message to
be built with very low infrastructure ceremony. This
differs from the establishments of VPNs since
there is no requirement to make changes to
network switches; the Service Bus Relay technology works by establishing an IPV6 connectivity
through a standard SSL channel. As such, only a

When relaying arbitrary content for transmission,
the approach is to run a server alongside our client
receive a message, package the content for delivery and transmit as a message, and then retransmit after receiving the message in the cloud. This
pattern of bridging networks with a Service bus
backbone is called Service Relay or Port Bridging.
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Fig 15 – Access Control Service and your application

small number of commonly used ports are required
to be opened.

between Facebook, Yahoo!, Google, Live and
Active Directory. Using ACS, known as Windows
Azure Active Directory, we can configure our
application to accept authentication from any or all
of these identity providers.

The Windows Azure Service Bus is a resilient,
robust and secure internet based service that
supports multiple architectural patterns for
message oriented workflows. It can handle large
messages, connect multiple subscribers and relay
messages between disparate endpoints.

We can also configure our application to “federate”
with a Windows Azure Directory on premises
allowing Windows users to login to the application.

Further Reading:

ACS embodies “claims based identity” allowing an
identity provider to pass claims to our application
ollowing successful authentication by the user. In
this case ACS is used as a trust bridge or more
formally as a Security Token Service (STS).

http://msdn.microsoft.com/en-us/library/
windowsazure/hh690929.aspx
http://msdn.microsoft.com/en-us/library/
windowsazure/ee732537.aspx

In Fig 15 we can see how the application is
configured to use ACS. ACS supports WS-Federation, WS-Trust and OAuth protocols which enable
identity providers to interact with the STS. ACS will
then issue a signed token to the application in the
form of an SWT or SAML token that the application
can unwind. When the application unwinds the
token it can test the claims against a role-based
database to assert the level of access that a user
has. However, in this scenario, the application itself
has no need to store a single username or
password.

Identity in the Cloud
One of the most marvellous accomplishments of
Windows Azure is to provide ACS (Access Control
Services) which enables a variety of “Identity
Providers” to do the authentication on behalf of the
application. What this means for us as users is that
we don’t need yet another login. We can choose
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or Yahoo ID then they are authorised, so we can
give them access.

In this simple code snippet we can use Windows
Identity Foundation (WIF), a library to read in a
configuration file which contains a list of emails
which will be allowed access to a private area on
the website. The constructor contains code to
allow the reading of the emails and the CheckAccess method is invoked every time a user makes
a request to that particular online area. If the user
is on the list and has authenticated with a Google

MyAuthorizationManager becomes part of a claims
pipeline which WIF calls automatically for us. We
will be given a simple Boolean false or true value
which will denote whether the user has access
or not.
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the most versatile and varied cloud platforms in the
market. They have released open source tooling
in the form of Fluent Management and Fluent
Diagnostics to allow for seamless deployments
and monitoring of applications.
They are founders of the UK Windows Azure
Users Group, which meets monthly in London and
Manchester and puts on quarterly mini-conferences with Microsoft. Follow @ukwaug for
information on the user group.
Elastacloud offers training courses and
consultancy to organisations wishing to deploy to
Windows Azure and can be contacted at
info@elastacloud.com. They regularly post weekly
technical articles at
http://blog.elastacloud.com. Follow @azurecoder
or @andybareweb for updates.

This code can similarly check against an ASP.NET
roles membership directory, an active directory or
another commercial directory store.
The following is a good resource to help with
building claims aware applications.
http://msdn.microsoft.com/en-us/library/ee536164

Conclusion
In this brief article we have introduced some
common scenarios and ways of using Windows
Azure. The scope and extensibility of Azure is
phenomenal. We haven’t delved into the
multi-faceted nature of the platform and described
Hadoop, HPC, Media Services, Web Sites, Table
Storage, common IaaS patterns, Active Directory,
Office 365 and Sharepoint integration, traffic
manager, virtual networking, connect, the data
marketplace and much more. We also haven’t
covered in any depth the REST APIs, which allow
you to interface with Windows Azure and now
provide a homogeneous model of deployments
between Azure (public cloud) and Windows Server
2012 (private cloud).
We hope you will take the time to investigate the
platform in the context of your own application
needs to see the rich set of services and APIs that
are exposed.

About Elastacloud
Elastacloud is a Windows Azure, HPC and Big
Data consultancy. They have been using Windows
Azure since the days of “Red Dog” in 2008 and
have spent the years watching it grow into one of
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Supercomputers: Prestige
Objects or Crucial Tools for
Science & Industry?

very first supercomputer in the world; the first
system was delivered to Los Alamos National
Laboratory in the U.S.
In this paper, we will first discuss the TOP500
supercomputer project, which was launched at the
University of Mannheim, Germany, in 1993; it is the
only project in the world that has been successfully
tracking and evaluating the supercomputer market
for 20 years. Two TOP500 lists are published per
year, one at the International Supercomputing
Conference in Germany in June and one at the SC
Conference in the U.S. in November. This paper
will focus on the results of the 39th TOP500 list
published in June 2012. In chapter 3, we will
present six examples of HPC applications in
science and industry. After looking at new alternative performance metrics, we will discuss briefly
the future of supercomputing at the end of this
paper.

Hans W. Meuer and Horst Gietl
This paper is a revised and extended version
of the Lorraine King Memorial Lecture Hans
Werner Meuer was invited by Lord Laird of
Artigarvan to give at the House of Lords,
London, on April 18, 2012.

1 Introduction
This paper is intended for people interested
in High Performance Computing (HPC) in general,
in the performance development of HPC systems
from the beginning in the 1970s and, above all, in
HPC applications in the past, today and tomorrow.
Readers do not need to be supercomputer
experts.

2 The TOP500 Supercomputer
Project

In wiseGEEK [1], a supercomputer is defined as
follows: A supercomputer is a computer which
performs at a rate of speed which is far above that
of other computers. Given the constantly changing
world of computing, it should come as no surprise
to learn that most supercomputers bear their
superlative titles for a few years, at best. Computer
programmers are fond of saying that today's
supercomputer will become tomorrow's workstation.

From 1986 through 1992, Hans Werner Meuer
presented the Mannheim supercomputer statistics
at the opening session of the Supercomputer
Seminars at Mannheim University. In 2001, these
Seminars were renamed the ‘International Supercomputing Conference – ISC’. We noticed an
increasing interest in these statistics from year to
year. In 1992, we released the last Mannheim
statistics, with 530 installed supercomputers
worldwide. The statistics simply counted the vector
computers installed in the U.S., Japan and Europe,
since a supercomputer was synonymous with a
vector supercomputer at that time. The
statistics of 1986-1992 are listed in [2]. Cray
Research was the clear leader, with a constant
share of 60%. The U.S. led clearly in 1986 with a
share of 50%, but this dropped to 35% in 1992. In
Japan, the development was the other way
around. Japan started with a share of about 20%
in 1986 and went up to 40% in 1992, thus surpassing the U.S. At this time, there was a lot of concern
in the U.S. about the “Japanese supercomputer
danger”.

To give an example: In 1986, the most powerful
supercomputer in the world was the famous Cray2,
available for roughly US$ 22 million at that time.
Last year, Apple released their iPad2 tablet
computer, the performance of which is two-thirds
of Cray2’s performance, but the price of which is
only US$ 500. This means that, in 25 years, the
price has gone down by a factor of 44,000, so
today’s supercomputer is tomorrow’s (tablet)
computer.
The father of supercomputers is Seymour Cray,
former chief designer at Control Data Corporation
(CDC). In the 1960s, he had already developed
powerful mainframe computers like the CDC
6600/7600. In 1972, Seymour Cray left CDC and
founded his own (supercomputer) company, Cray
Research. The first product was the Cray1, the

At the beginning of the 1990s, statistics based
merely on the name of the manufacturer were no
longer useful, though. New statistics were required
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to reflect the diversification of supercomputers, the
enormous performance differences between
low-end and high-end models, the increasing
availability of massively parallel processing (MPP)
systems, and the strong increase in the computing
power of the high-end models of workstation
suppliers; symmetric multiprocessor (SMP).

achieved is quite high, and the performance
figures reflect the peak performance very well.
In an attempt to obtain uniformity across all
computers in performance reporting, the algorithm
used in solving the system of equations in the
benchmark suite must conform to LU factorization
with partial pivoting. In particular, the operation
count for the algorithm must be 2/3 n3 + O(n2)
double precision floating point operations. This
excludes the use of fast matrix multiply algorithms
like ‘Strassen's Method’ or algorithms which
compute a solution in a precision lower than
fullprecision (64 bit floating point arithmetic) and
refine the solution using an iterative approach.

To provide a new statistical foundation, in 1993 we
decided to assemble and maintain a list of the 500
most powerful computer systems in the world.
Since 1993, our list has been compiled twice a
year with the help of high performance computer
experts, computational scientists, manufacturers,
and the Internet community in general.

2.2 TOP500 Authors

In the present list, which is called the TOP500, we
publish computers ranked by their performance on
the LINPACK benchmark. The main objective of
the TOP500 list is to provide a ranking of general
purpose systems that are in common use for
high-end applications.

Hans Werner Meuer and Erich Strohmaier, the two
founding authors, launched the TOP500 project in
spring 1993 at the University of Mannheim,
Germany. Since the beginning, it has been their
task to compile all TOP500 lists, to do the daily
project work, especially hosting and maintaining
the TOP500 Web server, and to secure funding for
the project. Another TOP500 author from the very
beginning is Jack Dongarra, University of
Tennessee. He is in charge of further developing
LINPACK with respect to the TOP500, e.g., the
‘High Performance LINPACK’, and developing a
reduced LINPACK to keep the runtime manageable for future TOP500 lists. Since 1993 (officially
since 2000), the fourth TOP500 author is Horst
Simon, Lawrence Berkeley National Laboratory.
His job is to promote the TOP500 project worldwide, especially within governmental organizations.

The list is available for free at www.top500.org,
and you can create additional sub-lists and
statistics from the TOP500 database on your own.
At the Apple store, you can also download a free
TOP500 app including all TOP500 lists for iPhones
and iPads.

2.1 The LINPACK Benchmark
As a yardstick of performance, we use the best
performance (Rmax) measured by the LINPACK
benchmark. We chose LINPACK because it is
widely used in the supercomputer world and
performance figures are available for almost all
relevant systems.

2.3 The 39th TOP500 List since 1993
It is the 20th year of the TOP500 list, and after
releasing the 39th list recently at ISC'12 in
Hamburg we will celebrate the 20th anniversary of
the TOP500 this year: The 40th list will be
published at SC12 in November in Salt Lake City.
At that time, we will have continuously published
40 TOP500 lists with a total of 20,000 systems
over 20 years. In the worldwide HPC community
the TOP500 is accepted as the only tool for
tracking and evaluating the HPC market. One of
the main reasons why the TOP500 list is so
successful is the fact that we foster competition at
different levels: competition between countries,
between manufacturers, and between sites.

Jack Dongarra, University of Tennessee, introduced the LINPACK benchmark, which is based
on solving a dense system of linear equations.
For the TOP500, we use this version of the
benchmark that allows the user to scale the size
of the problem. From June 1993 to June 2012, we
had to cover roughly 7 – 8 orders of magnitude
with respect to the performance of the systems in
all lists.
This best LINPACK performance does not reflect
the overall performance of a system, which no
single figure ever could, but it reflects the
performance of a dedicated certain system for
solving a dense system of linear equations. Since
the problem is very regular, the performance
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Fig 1 - The 39th TOP10 List since 1993

2.4 The 39th TOP10 List since 1993
In the TOP10, there are three systems from Asia
and three from the U.S. Europe is represented with
four systems, the No. 4 system at LRZ, Germany,
the No. 7 system at CINECA in Italy, the No. 8
system at Forschungszentrum Jülich, Germany,
and the No. 9 system at GENCI, France. Cray’s
Jaguar at Oak Ridge National Laboratory, the
former No. 1 system in the world, is now No. 6. It
is interesting to see that IBM has five systems in
the TOP10. The number of Petaflop/s systems has
now increased to the point where there are now 20
Petaflop/s systems on the current TOP500 list.

The current TOP10 systems are completely
different than the ones of the 38th list while the
37th list of June 2011 and the 38th list of November 2011 were identical with the exception of the
performance of the #1 system, the K Computer.
For the first time since November 2009, a U.S.
supercomputer sits atop the TOP500 list of the
world’s top supercomputers. Named Sequoia, the
IBM BlueGene/Q system installed at the Department of Energy’s Lawrence Livermore National
Laboratory achieved an impressive 16.32
Petaflop/s on the LINPACK benchmark using
1,572,864 cores and is 50% more powerful than
the K Computer. Sequoia is also one of the most
energy efficient systems on the list.

The new Mira supercomputer, an IBM BlueGene/Q
system at Argonne National Laboratory in Illinois,
debuted at No. 3, with 8.15 Petaflop/s on the
LINPACK benchmark using 786,432 cores.
Another U.S. system in the TOP10 is the Cray
Jaguar at Oak Ridge National Laboratory in
Tennessee, which was the top U.S. system on the
previous list and now clocks in at No. 6.

The K Computer, the number one system on the
37th and 38th lists, was the first system in the
world to reach the 10 Petaflop/s threshold with a
best LINPACK performance of Rmax= 10.51
Petaflop/s by increasing the number of cores to
roughly 800,000. The K Computer currently holds
the #2 position on the 39th TOP500 list.

Italy makes its debut in the TOP10 with an IBM
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the U.S. had already twice as many installed
systems compared to Japan, so the ‘Japanese
supercomputer danger’ of the early 1990s turned
out to be a tempest in a teapot. Surprisingly, China
holds the number two position with 68 systems,
still very far behind the U.S., but also far ahead of
the number three nation, Japan, which has 35
systems. It seems Japan is recovering after a
long, disappointing time for manufacturing
supercomputer systems. They have convincingly
demonstrated that they are still able to build the
most powerful system in the world. We have to
wait and see if and how they will increase their 7%
share, with Fujitsu now offering commercial
versions of the K Computer.

Bluegene/Q system installed at CINECA. The
system has a LINPACK performance of 1.69
Petaflop/s. In all, five of the TOP10 supercomputers are IBM BlueGene/Q systems. France is
represented in the TOP10 with a homegrown Bull
supercomputer.
China, which briefly took the No. 1 and No.3 spots
in November 2010, has two systems in the TOP10,
with Tianhe-1A at NUDT in No. 5 and Nebulae at
the National Supercomputing Centre in Shenzhen
No. 10.
Interestingly, the K Computer has the highest
power consumption ever in the TOP500 list, i.e.,
12.659 MW. Even the new No. 1 system, Sequoia,
has less power consumption with 7.841 MW.

The European share (106 systems) is still lower
than the Asian share (122 systems). The U.K. is
currently ahead of France and Germany, with 25,
22, and 20 systems respectively, but these
countries have continually traded places over the
past years. However, France is likely to take the
lead in the next years, as it is the only country in
Europe that builds

2.5 Competition between Countries in 39th
TOP500 List
The U.S. is the clear leader (which has been the
case since 1993) with a systems share of more
than 50%, with 252 of the 500 systems (down from
263 in the previous list). In the first TOP500 list,



      

Fig 2 - Competition between Countries in 39th TOP500 List
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Fig 3 - Competition between Manufacturers in 39th TOP500 List

In this list, the USA leads with thirteen sites before
Japan with four centers (20%). The fact that the
U.S. has the five most powerful sites in the world
also shows their dominance as a consumer and
producer of HPC systems. Europe is represented
by Germany (Forschungszentrum Jülich) at
position nine, by the U.K.

2.6 Competition between Manufacturers in
39th TOP500 List
In the 39th list, IBM has the clear lead with a 43%
share, and Hewlett-Packard holds the second
place with 27%. The other manufacturers do not
hold a significant share. Cray, the leader of the first
TOP500 list, is now down to 6% from 41% in 1993,
but with a share of only 3% a couple of years ago,
Cray’s situation was even worse. Cray now
specializes in very powerful high-end supercomputers, and they are the market leader in the
TOP50 with a share of roughly 14%. IBM is
represented evenly in all parts of the TOP500 list,
while the runner-up, Hewlett-Packard, has only
one system in the TOP50, the No. 14 Tsubane 2.0,
together with NEC. No other manufacturer in the
list has a higher share than 3%.

(ECMWF) at position twelve and by France (CEA)
at position twenty. Please note that ECMWF is a
European and not purely a U.K. site.

2.7 Competition between Sites
Fig. 4 shows the 20 most powerful sites since
1993 through 39 TOP500 lists. Thus the in the
right-hand column is the site’s relative contribution
over all 39 TOP500 lists.
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Fig 4

Fig 5 - Performance Development

2.8 Performance Development

more. The No. 500 system on the list notched a
performance level of 60.8 Teraflop/s, which was
enough to reach No. 330 just seven months ago.

The Total performance of all the systems on the list
has increased by more than 50% since November
2011, reaching 123.03 Petaflop/s. The combined
performance of the last list was 74.2 Petaflop/s. In
all, 20 of the supercomputers on the newest list
reached performance levels of 1 Petaflop/s or

Fig. 5 shows the performance measured over the
last 19 years at position N=500 (entry level
performance), at the leading position (N=1) and
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the sum of all 500 systems. The scale on the
left-hand side is a logarithmic scale. All curves
show an exponential growth. The curves at
positions one and 500 are quite different: At number one, we typically see a step function. Once a
system has made number one, it remains on the
next couple of TOP500 lists. This was true for the
Numerical Wind Tunnel (NWT), Intel’s ASCI Red,
and also for the NEC Earth Simulator, which was
ranked No. 1 from June 2002 through June 2004.
IBM’s Blue Gene/L also held this position at
different stages of expansion. If we include a
powerful notebook in this figure, we notice that its
performance reached 70 Gigaflop/s at the
beginning of 2012, which is a six-fold increase in
performance within four years.

methods to the traditional pillars of experiment and
theory.
Supercomputer simulations can be found in
various application areas. They are used for highly
calculationintensive tasks such as problems
involving quantum physics, weather forecasting,
climate research, molecular modeling (computing
the structures and properties of chemical
compounds, biological macromolecules, polymers,
and crystals), physical simulations (such as
simulation of airplanes in wind tunnels, cosmology,
simulation of the detonation of nuclear weapons,
research into nuclear fusion) and as a new
application area, data mining or big data. The
problems known as the grand challenge problems
are problems whose full solution requires semi-infinite computing resources. In this chapter, we will
take a closer look at some of these problems.

3 Supercomputer Applications in
Science and Industry

Fig. 6 of John R. Johnson, Pacific Northwest
National Laboratory, gives an excellent overview
of how the three pillars influence each other. It
should be mentioned that the experiment in the
bottom right corner shows CERN's Large Hadron
Collider.

In the 1980s, Physics Nobel Laureate Kenneth G.
Wilson (US, 1982) emphasized that supercomputer simulations added a third pillar of scientific

Fig 6
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highly sophisticated algorithms (developed in the
past 20 years) on HPC systems are necessary to
detect new oil reservoirs.

3.1 The Oil and Gas Challenge
The oil and gas industry was one of the first
industries to deploy supercomputers. As early as
in the 1980s, simulations on supercomputers were
used in the exploration of new oil fields. It was a
well-known fact that drilling a hole into an oil field
without any success was as expensive as buying
a supercomputer. It was in 1986, at the very first
Mannheim supercomputer seminar, that Werner
Butscher, of Prakla Seismos at that time, gave a
talk on oil exploration and supercomputers. Fig. 7
shows the Seismic Marine Data Collection.
A vessel with an air gun pulls a string of
hydrophones, which collect the reflected shock
waves from the vessel. Even at that time, the total
data volume for a single exploration was about
1,000 magnetic tapes.

The oil and gas industry is facing new challenges:
It will be much harder to extract oil and gas from
decreasing resources. It is a must for this industry
to speed up the energy exploration process by
accelerating simulation and analysis of potential
resources. Clusters and grids are by far the most
economical approach for delivering large-scale
systems – it also means that new seismic
algorithms have to be developed to cope with the
inherent parallelism of these cluster systems.

3.2 Weather Forecast
From the beginning of the supercomputer age,
weather forecasts and climate simulations have
played a dominant role in the development of more
powerful HPC (High Performance Computing)
systems.

In the 1980s, Prakla Seismos was acquired by oil
exploration giant Schlumberger of Houston, Texas.
The oil exploration business is still a very important
business, with tremendous requirements for
HPC power. Today (according to R. Fertl/Schlumberger), Terabytes of data will be produced by
single exploration experiments. While the
provement in supercomputing performance
between 1986 and 2008 was about 106, modern
HPC systems have reached a sustained performance for seismic applications of roughly 2,000
times that of 1986. The reason is that nowadays

Numerical weather prediction uses mathematical
models to simulate the atmosphere and oceans
and to predict the weather forecast based on
current weather conditions. Since around 1950, it
has been possible to produce realistic results for
numerical weather predictions using computer
simulations.

Fig 7
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required to predict atmospheric simulations as
precisely as possible.

The mathematical models used can generate
either short-term weather forecasts or longer-term
climate predictions; the latter are heavily used for
understanding and projecting climate change.
Weather forecasting and climate simulations
demand vast numbers of data points for improving
accuracy of the numerical algorithms. The
complexity of the numerical calculations and time
constraints of these forecasting models are directly
related to the performance of used HPC systems
and require the most powerful supercomputers in
the world.

One important goal for numerical weather
prediction is local mesh refinements to enhance
local and small-scale accuracy.
The following figure (Fig. 8), courtesy of Deutscher
Wetterdienst, Günther Zängl/DWD, shows the
mesh refinement development process. In 1990,
the numerical grid had a horizontal resolution of
190 km and 19 layers in the vertical direction. In
2012, the corresponding figures are 20 km
horizontally and 60 layers vertically. With the
planned ICON Project (ICON: ICOsahedral
Nonhydrostatic General Circulation Model), the
goal is to develop a dynamic model for weather
forecasting and climate modeling.

Using these HPC systems, the forecast period of
numerical weather simulations, with more than
50% probability, is now in the range of four to six
days. Besides the accuracy of the numerical
algorithms, the weather simulations are closely
related to the quality of weather observations used
as input to the forecasts. The reason is that the
partial differential equations, underlying the
numerical simulations, show a chaotic behavior. It
means that small changes in the input data may
influence the final numerical atmospheric solution
tremendously. Therefore statistical techniques are

In 2016/2017, the resolution is projected to be 10
km and 100 layers with a spatial refinement over
Europe of 5 km in the horizontal direction. The 3D
icosahedron element shown plays a dominant role
in the mesh structure and is the basis for the local
mesh refinement.

Fig 8
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Fig 9

Fig. 9 shows an exponential growth over time, thus
underscoring the validity of Moore’s Law. It should
be mentioned that the sustained performance of
real-life applications such as the weather code,
exactly follow Moore’s Law.

Therefore numerical simulations in aircraft aerodynamics are vital to the whole aircraft industry.
Fig. 10 gives different points of view on the
available and required computational capacities at
DLR, which co-operates with Airbus (Norbert
Kroll/DLR).

3.3 Numerical Simulation in Aircraft
Aerodynamics

It shows that in 2006, the pure CFD solution
needed 10 Teraflop/s per run, and, in 2025, a full
LES simulation will need 50 Exaflop/s sustained
performance. Interestingly, the improvements do
not only come from the use of larger HPC systems
but also from new algorithms/data mining and
better knowledge. The goal for 2030 is to have a
real-time based in-flight simulation but this will
require a Zettaflop/s supercomputer.

Trying to understand the behavior of fluids is one
of the most fascinating areas of science. Over four
decades, Computational Fluid Dynamics (CFD)
continues to be one of the major drivers for
advances in HPC.
Numerical simulation of aerodynamic flow is a key
element in aerodynamic development work.
Not only is the design and optimization of external
shapes based on the predictive quality of CFD
nowadays, but so is the prediction of all aerodynamic data and the complete flight envelope of an
aircraft. The tremendous progress of the past
decades in physical modeling, numerical
algorithms and computer power is now the basis
for developing all current and next-generation
aircraft. But this is not the end of the story: CFD
now goes into multi-disciplinary simulations (e.g.,
CFD, structural mechanics), which help aircraft
designers optimize next-generation products in a
fully integrated way.

3.4 Simulating the Galaxy Population in
Dark Energy Universes: The MillenniumXXL Project
The dark matter density field in the Millennium-XXL
simulation, shown on different scales. The image
in the background shows the cosmic large-scale
structure in a thin slice of thickness 25 Mpc
through the simulation box, which has a
side-length of 4.1 Gpc (corresponding to 13 billion
light years). The filamentary distribution of matter
along a ‘Cosmic Web’ becomes evident in the
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RANS: Reynolds-Averaged Navier-Stokes equations that are equations of motion for fluid flow
where Laminar flow occurs at
low Reynolds numbers, and turbulent flow at high Reynolds numbers.
CFD: Computational Fluid Dynamics
CSM: Computational structural mechanics
MDO: Multi-disciplinary design optimization (i.e. fluid dynamics and structural mechanics).
LES: Large Eddy Simulation

Fig 10

sequence of zooms that focus on one large galaxy
cluster shown in the top right. Such galaxy clusters
contain between 1,000 to 2,000 galaxies and are
the largest visualized objects in the Universe. Each
inset in the composite picture enlarges the
structures by a factor of 8. The Millennium-XXL
simulation has a dynamic range of 300,000 per
dimension, allowing it to simultaneously resolve
the internal structure of collapsed objects and to
give an accurate account of the quasi-linear and
mildly non-linear evolution of large-scale structures
in the LCDM cosmology. This is required for the
calibration of future precision experiments that try
to constrain the nature of dark energy and dark
matter, such as the European EUCLID mission of
ESA [5].

the equivalent of 300 years of CPU time
(compared to a powerful PC system) and used
more than twelve thousand computer cores and 30
TB of RAM on the Juropa Machine at
Forschungszentrum Jülich, Germany, one of the
15 most powerful computers in the world at the
time of execution. The simulation generated more
than 100 TB of data products.
It should be mentioned that at GENCI in France,
where they use the new supercomputer CURIE,
the computer model simulations for structuring the
entire observable universe, from the Big Bang until
today, is being performed with 550 billion particles
involved. The entire project at GENCI will use
more than 30 million hours (about 3,500 years) of
computing time on a single CPU. But since nearly
all cores of CURIE are used, the runtime should
be manageable. More than 150 Petabytes of data
(the equivalent of 30 million DVDs) will be
generated during the simulations. Thanks to an
advanced and innovative data reduction process
developed by the researchers, the amount of
useful stored data can now be reduced to 1
Petabyte.

Fig. 11 shows the calculation solved for the
gravitational interactions between more than 300
billion particles over the equivalent of more than
13 billion years.
Carrying out this computation proved to be a
formidable challenge even on today's most
powerful supercomputers. The simulation required
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Parsec (pc) means 3.26 light years
Mega parsecs (Mpc) is equivalent to 106 parsecs
Fig 11

Fig 12
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Fig. 12 shows some big data applications.

3.5 Big Data
New fields are contributing to the ever increasing
information explosion. Take the LHC at CERN as
an example, producing Terabytes of data per day
that have to be examined with the help of HPC
systems to find yet undetected particles. Or
consider the massive amount of data produced by
social networks. To extract necessary information
out of this bulk of data makes looking for a needle
in a haystack seem simple. These applications
form a new application field for HPC systems,
called big data and the applications used for them
are often called data mining or data intensive
computing.

3.6 The Blue Brain Project
The last application presented in this paper comes
from computational life sciences, a strategic
discipline at the frontier between molecular biology
and computer science, impacting medicine and
biotechnology and with widespread implications for
all of society.
The Blue Brain Project [6] was launched at the
École Polytechnique Fédérale de Lausanne
(EPFL, Switzerland) in May 2005 to study the
brain's architectural and functional principles, and
Henry Markram has been leading the project from
the beginning. The simulation runs on an IBM Blue
Gene supercomputer, which is not just an artificial
neural network but relies on a biologically realistic
model of neurons. It is hoped that this project will
eventually shed light on the nature of consciousness. Fig. 13 illustrates the complexity of the
problem as outlined by the technical leader of the
project, Felix Schürmann/EPFL.

The real challenges for the analysis of big data are
the underlying datasets with their unstructured
behavior. It is well-known that data-intensive
sciences have different requirements to HPC
systems than those of the traditional computational
sciences. Nevertheless it is an open question
among experts as to whether the processing of
large amounts of unstructured datasets can be
efficiently executed on existing parallel processing
systems. Many experts think that new HPC
architectures are needed to support data mining
efficiently and to scale with the growing demand.
A first step in this direction will be the new HPC
architecture from Flash Gordon at San Diego.

By 2005, the first single cellular model was
completed, and by 2008, the first artificial cellularneocortical column of 10,000 cells was built, which
can be considered the smallest functional unit of
the neocortex (the part of the brain thought to be

Fig 13
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responsible for higher functions such as conscious
thought). By July 2011, a cellular mesocircuit of
100 neocortical columns with a million cells in total
was built. A cellular rat brain is planned for 2014
with 100 mesocircuits totaling a hundred million
cells. Finally, a cellular human brain is predicted to
be possible by 2023, the equivalent to 1,000 rat
brains with a total of a hundred billion cells.

supercomputers, e.g., the HPC Challenge benchmark, the Graph 500 and the Green500, to name
just a few.

4.1 HPC Challenge Benchmark
At ISC’06, Jack Dongarra – the founder of this
benchmark suite – gave a keynote presentation on
”HPC Challenge Benchmark and the TOP500” [3].

If the simulation is to include the molecular level,
which is desirable since it allows studying the
effects of gene expression, then molecular dynamics methods are required (called ‘Reaction-Diffusion” in Fig. 13), which will immediately increase
the performance and memory requirements by an
order of 100-1,000. Brain simulation tends to be
the most challenging supercomputer project in the
future. Henry Markram has applied for a European
Flagship Project with a total budget of 1 billion
Euros for the next 10 years.

The HPC Challenge benchmark basically
consists of seven tests:
● HPL – the LINPACK TPP benchmark which
measures the floating point rate of execution
for solving a linear system of equations;
● DGEMM – measures the floating point rate of
execution of double precision real matrixmatrix multiplication;
● STREAM – a simple synthetic benchmark
program that measures sustainable memory
bandwidth (in GB/s) and the corresponding
computation rate for simple vector kernel;
● PTRANS (parallel matrix transpose) –
exercises the communications where pairs of
processors communicate with each other
simultaneously. It is a useful test of the total
communications capacity of the network;
● RandomAccess – measures the rate of
integer random updates of memory (GUPS);
● FFT – measures the floating point rate of
execution of double precision complex
onedimensional Discrete Fourier Transform
(DFT);
● Communication bandwidth and latency – a
set of tests to measure latency and bandwidth
of a number of simultaneous communication
patterns, based on b_eff (effective bandwidth
benchmark).

4 Alternative Performance
Metrics
Despite some criticism of its suitability, the
LINPACK benchmark is the most common measurement for supercomputers. It has been the
yardstick of the successful TOP500 lists for 20
years now, but it surely needs to adapt to the new
Petascale situation as the execution time of
extremely large LINPACK runs exceeds 20 hours.
HPC centers will have more and more problems
justifying why they run such long LINPACK
benchmarks.
The pros of LINPACK are:
● only one figure of merit
● simple to define and rank
● allows problem size to change with machine
and over time
● opens competition

Each of the seven tests addresses a different part
of a computer system.
We do not have the advantage of a single figure of
merit any longer, and the results of the HPC
Challenge benchmark are much more complex,
which makes comparing different systems more
difficult. One way to compare different systems is
the Kiviat chart. A Kiviat chart visually displays a
set of metrics that provides easy viewing of
multiple metrics against minimum and maximum
thresholds.

The cons are:
● emphasizes only ‚peak’ CPU speed and
number of CPUs
● does not stress local memory bandwidth
● does not stress the memory system
● does not stress the internal network
● a single figure of merit cannot reflect the overall
performance of an HPC system

With these charts, it is much more difficult to report
on new systems entering the HPC arena than with
LINPACK only. Therefore, we will see LINPACK
continue as the TOP500 benchmark for some

It is obvious that there is a need for additional
benchmarks to measure the performance of
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more time. The HPC Challenge benchmark has
already become a certain standard when it comes
to selecting an HPC system but it needs
benchmarking experts to interpret the Kiviat charts.

Current benchmarks do not provide useful
information on the suitability of supercomputing
systems for data-intensive applications. A new set
of benchmarks is needed in order to guide the
design of hardware/software systems intended to
support such big data applications.

4.2 The GREEN500 List
The GREEN500 list, overseen by Wu-chun Feng
and Kirk W. Cameron of Virginia Tech, is
another approach to ranking supercomputers
(www.green500.org). The purpose of the list is to
provide a ranking of the most energy-efficient
supercomputers in the world.

While the TOP500 addresses number crunching,
the GRAPH500 performs data crunching. Graph
algorithms are a core part of many analytic
workloads. Backed by a steering committee of
50 international experts, GRAPH500 will establish
a set of large-scale benchmarks for these
applications.

The inaugural GREEN500 list was announced at
SC08 in November 2008. As a complement to the
TOP500, the unveiling of the GREEN500 list
ushered in a new era where supercomputers can
be compared by performance-per-watt.

The status of the GRAPH500 project:
Three major application kernels
● Concurrent search;
● Optimization (single source shortest path);
● Edge-oriented (maximal independent set);

At SC11 in November 2011, the latest issue of the
GREEN500 list was published with 500 entries.
The number one system in the TOP500 list of
November 2011 – Fujitsu’s K Computer – reached
a remarkable 32nd place, even though its power
consumption of 12.659 MW is the highest ever
seen in a TOP500 list.

It addresses five graph-related business areas:
cyber security, medical informatics, data
enrichment, social networks, and symbolic
networks.

4.3 The GRAPH500 List

The GRAPH500 was announced at ISC’10, and
the first list was published at SC10, with nine
systems ranked. Further results were published at
ISC'11 (29 systems), SC11 (49 systems) and
ISC'12 (80 systems) (www.graph500.org).

The GRAPH500 project by Richard Murphy,
Sandia National Laboratories, and others is a
highly important project addressing the increasingly dominant data-intensive supercomputer
applications.

Fig 14
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5 The Future of Supercomputing
We show above a projection into the future, based
on 39 lists of real data, by a least square fit on the
logarithmic scale. A powerful notebook computer,
for example, will have a Teraflop/s performance in
the year 2015, 18 years after the first Teraflop/s
system, the Intel ASCI Red supercomputer,
entered the HPC arena.

The question is ‘How long will we be able to
continue?’ The problem is that to increase the
number of transistors per chip, the transistors must
be smaller and smaller. This means that the
manufacturing process must be able to define
ever-smaller feature sizes. Obviously, there are
physical limits to this process but nobody knows
when they will be reached (Fig 15. from [4]). No
doubt we will reach the Exascale threshold within
this decade, but it needs to be seen if we will make
the Zettascale threshold, according to Moore’s
Law, around 2030 and with silicon technology.

Generally, it will take six to eight years for any
system to move from No. 1 to No. 500 and eight to
ten years to move from No. 500 to notebook level.
The system performance seems to increase by a
factor 1,000 every eleven years: the Cray2 broke
the Gigaflop/s barrier in 1986 (in pre-TOP500
times); in 1997, Intel ASCI Red broke the
Teraflop/s barrier; in 2008, IBM Roadrunner set the
Petaflop/s threshold. The latest TOP500 list (June
2012) had 20 Petaflop/s systems; in 2016, the list
will show Petaflop/s systems only.

We would like to finish with a remark on quantum
computing, one of the future technologies if silicon
technology and Moore’s Law will end.
‘In the past, people have said, maybe it’s 50 years
away, it’s a dream, maybe it’ll happen sometime,’
said Mark B. Ketchen, manager of the physics of
information group at IBM’s Thomas J. Watson
Research Center in Yorktown Heights, N.Y. ‘I used
to think it was 50. Now I’m thinking like it’s 15 or a
little more. It’s within reach. It’s within our lifetime.
It’s going to happen.” (IBM, March 2012)

The LINPACK Exaflop/s threshold is expected to
be reached by 2019. If we compare the growth in
this figure with Moore’s Law, we found that our
growth is larger. We have a doubling for the No. 1
position in 13.2 months and a doubling for the No.
500 position in 13 months.

Fig 15
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